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RESUMO

Simulacoes em grande escala com elementos finitos costumam gerar sistemas lineares
esparsos, cuja solucao é o que mais pesa no custo computacional da andlise de
engenharia. O desempenho de solucionadores diretos e iterativos pré-condicionados é
fortemente influenciado pela estrutura de esparsidade das matrizes de rigidez e de massa.
Este trabalho investiga um fluxo hibrido quantico-classico de particao de grafos para
decomposi¢ao de dominio, com o objetivo de reordenar matrizes de elementos finitos em
estruturas mais favoraveis a construcao e aplicacao de pré-condicionadores.

O fluxo proposto converte a matriz de rigidez em um grafo ponderado, reduz esse
grafo por meio de coarsening multinivel, particiona o grafo reduzido usando estratégias
inspiradas na computacao classica e quantica, projeta a particao de volta no grafo original
e aplica a ordenacao resultante tanto a matriz de rigidez K quanto a matriz de massa M.
Os backends de particionamento implementados incluem METIS, recozimento quantico
simulado e em hardware, e o Algoritmo Quantico de Otimizagao Aproximada (QAOA)
emulado. As matrizes finais sdo avaliadas por métricas de largura de banda, como a
largura de banda média e a fragao de elementos nao nulos em faixas percentuais proximas
a diagonal, além do nimero de iteracoes no pior caso. Essas métricas sao interpretadas
como indicadores estruturais para o pré-condicionamento, e nao como medidas diretas do
tempo de resolugao.

Dois demonstradores derivados do ANSYS foram analisados: uma geometria de
lamina sem suporte na base e uma geometria de lamina com uma base de 5 mm. Os
resultados mostram que o método preserva permutacoes validas da matriz e pode alterar
significativamente o perfil de esparsidade. No primeiro demonstrador, a melhor execucao
bem-sucedida reduziu o nimero maximo de iteracoes em aproximadamente 63,8% para
K e M. No segundo demonstrador, a topologia mais densa do grafo limitou a reducao
na largura de banda maxima, alcancando uma reducao de 1,2% no nidmero méximo de
iteragoes, mas varios métodos ainda melhoraram a concentragao local préxima a diagonal.
O estudo confirma que a geometria, a escala de coarsening e o backend de particionamento
interagem fortemente, e que nenhuma métrica estrutural isolada é suficiente para avaliar a
qualidade da permutacao. Conclui-se que o particionamento hibrido multinivel de grafos
¢ uma estratégia viavel de pré-processamento para melhorar as condicoes estruturais
na construcao de pré-condicionadores, enquanto medigoes diretas do nimero de pré-

condicionamento continuam sendo um importante trabalho futuro.

Palavras-chave: Finite Element Meshes , Domain Decomposition , Graph Partitioning

, Quantum Annealing.



ABSTRACT

Large-scale finite element simulations often produce sparse linear systems whose
solution dominates the computational cost of engineering analysis. The performance of
preconditioned direct and iterative solvers is strongly influenced by the sparsity structure
of the stiffness and mass matrices. This work investigates a hybrid quantum-classical
graph partitioning flow for domain decomposition, with the aim of reordering finite
element matrices into structures more favourable to the construction and application
of preconditioners.

The proposed flow converts the stiffness matrix into a weighted graph, reduces
this graph by means of multilevel coarsening, partitions the reduced graph using classical
and quantum computing-inspired strategies, projects the partition back onto the original
graph and applies the resulting ordering to both the stiffness matrix K and the
mass matrix M. The partitioning backends implemented include METIS, simulated
and hardware quantum annealing, and emulated Quantum Approximate Optimization
Algorithm (QAOA). The final matrices are evaluated by bandwidth metrics, Avg.
Bandwidth and fraction of non-null elements within percentage bands close to the diagonal
and number of iterations in the worst case. These metrics are interpreted as structural
indicators for preconditioning, and not as direct measures of solver time.

Two ANSYS-derived demonstrators were analysed: a blade geometry without
base support and a blade geometry with a 5 mm base. The results show that the method
preserves valid matrix permutations and can significantly alter the sparsity profile. In the
first demonstrator, the successful best run reduced the maximum number of iterations by
approximately 63.8% for K and M. In the second demonstrator, the denser topology of
the graph limited the reduction in maximum bandwidth, achieving a 1.2% reduction in
the maximum number of iterations, but several methods still improved local concentration
near the diagonal. The study confirms that geometry, coarsening scale and partitioning
backend interact strongly, and that no single structural metric is sufficient to assess
permutation quality. It is concluded that hybrid multilevel graph partitioning is a viable
preprocessing strategy to improve the structural conditions for building preconditioners,

while direct measurements of the precondition number remain important future work.

Key-words: Finite Element Meshes , Domain Decomposition , Graph Partitioning ,

Quantum Annealing.
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1 INTRODUCTION

At this chapter will be presented the fundaments that guide the development of this
work. Discussing in section 1.1 the motivation and the context that brings the necessity
of evaluating the use of quantum graph partitioning in domain decomposition. Further
on will be depicted briefly in section 1.2 the procedure utilized at this work to achieve
the domain decomposition of the meshes. In section 1.3 will be cleared the general and
specific objectives of this work. And in section 1.4 is described how this thesis chapters

were organized.

1.1 Motivation

Improving machining dimensional accuracy, surface integrity, productivity, and tool life
has direct economic and engineering impact (Arrazola et al., 2013, p.695-696). Process
improvement often relies on repeated trial-and-error: changing cutting parameters,
tooling, or process strategies and validating outcomes experimentally. This iterative
approach can be expensive and time-consuming.

To reduce experimental effort, physics-based simulations are widely used to
predict the workpiece response during and after machining. Such simulations aim to
reproduce relevant phenomena at a useful fidelity while remaining computationally feasible
(Cimino et al., 2019, Klocke and Straube, 2004). A typical simulation workflow includes
geometry preparation, discretization, assembly of system operators, parallelization of
the computational workload, and finally the evaluation of structural responses such as
vibrations under applied loads.

This paradigm is closely related to the ideas of virtual prototyping and digital
twins, where a digital model is used to analyze and optimize a physical system before
physical testing (Negri et al., 2017, p.1). The combination of complex geometries,
nonlinear material behavior, and multi-physics couplings can challenge both accuracy
and computational cost. Consequently, improving simulation efficiency without sacrificing

essential physical fidelity remains a central research direction.

1.2 Justification

In large-scale structural simulation, discretization via the finite element method produces
sparse system matrices, stiffness and mass operators. For industrial models, the number
of degrees of freedom can easily exceed millions, which makes high-fidelity simulation
dependent on parallel computing. Domain decomposition methods address this by

splitting the global problem into subproblems that can be processed concurrently, while
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enforcing coupling across interfaces (Smith et al., 1996, Toselli and Widlund, 2005). In
many software stacks, this parallelization step is implemented by mapping the discretized
model to a graph and then partitioning that graph to balance workload and minimize
communication (Bulug et al., 2013, p.4,5). Mesh tool chains commonly expose this
functionality. For example, Gmsh provides mesh partitioning and can use external
partitioners such as METIS.

Graph partitioning is the computational kernel of this pipeline step. Given a
graph representation of the discrete problem, the goal is to split vertices into p parts
such that the parts are balanced and the edge cut is small, thereby reducing inter-
processor communication. These constraints are crucial because communication and
synchronization typically dominate runtime at scale, and poor balance leaves processors
idle while others remain overloaded.

Balanced graph partitioning is a NP-complete combinatorial problem, motivating
the use of heuristics (Garey and Johnson, 1979, p.87). State-of-the-art solvers therefore
employ multilevel strategies: they coarsen the graph, compute an initial partition on the
coarse instance, and then uncoarse while refining the cut. This approach has proven
effective across many application domains, but it still leaves room for improvement,
especially for very large instances and repeated runs in simulation pipelines.

Because graph partitioning is combinatorial and can be expressed in quadratic
binary forms, it also connects naturally to quantum optimization formulations such as
Ising and Quadratic Unconstrained Binary Optimization (QUBO) models (Lucas, 2014,
p.4). This has motivated research on quantum and hybrid quantum-classical approaches
such as Quantum Annealing (QA) and Quantum Approximate Optimization Algorithm
(QAOA) for tackling such optimization problems (Farhi et al., 2014, p.2,7) (Johnson
et al., 2011). In this thesis, in order to develop the domain decomposition of the mesh,
the focus is on the partitioning step within the multilevel pipeline and investigating
how emerging quantum optimization methods could be positioned relative to established

classical heuristics.

1.3 Objectives

The main goal of this thesis is to develop and evaluate a hybrid multilevel graph-
partitioning workflow for domain decomposition of large finite-element models, using
METIS as the classical reference and quantum or quantum-inspired backends as
alternative coarse-level partitioning strategies. The study focuses not only on obtaining
valid partitions, but also on understanding how the resulting symmetric matrix
permutations affect structural properties that are relevant for preconditioned linear

solvers.
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1. To construct the graph-partitioning workflow required for domain decomposition,
starting from the finite-element matrices and including graph construction,
coarsening, coarse-level partitioning, uncoarsening, refinement, and the final

permutation of the stiffness and mass matrices.

2. To establish a classical baseline using METIS within the same multilevel framework,
so that the quality of the recovered partitions and permutations can be compared

against quantum and quantum-inspired approaches under consistent settings.

3. To formulate the coarse graph-partitioning problem as a balanced-cut QUBO/Ising
model suitable for execution with quantum annealing and QAOA-based methods,
making explicit the mapping from the reduced graph to a quantum-computable

optimization problem.

4. To implement and integrate the selected backends, namely hardware and emulated
quantum annealing together with emulated QAOA, into a common simulation

pipeline that can recover a complete partition and apply it to the original matrices.

5. To evaluate the resulting reorderings on representative demonstrator geometries
using structural metrics such as bandwidth, average bandwidth, and fraction of
nonzeros inside narrow diagonal bands, and to compare these results with the

classical baseline.

6. To discuss the practical implications of these results for domain decomposition and
preconditioned solver construction, including the current strengths, limitations, and
realistic role of quantum and quantum-inspired partitioning approaches in large-

scale computational engineering.

1.4 Work Structure

At the next chapters of this work will be discussed in details the architecture pipeline
developed to implement the domain decomposition. Will also be pinpointed the
requirements to run the pipeline using both the stiffness and mass matrices and all the
parameters to configure the permutation.

Starting with the chapter 2, where will be given the fundamental background
necessary to understand the methodology used at the thesis and in 3 where the state
of the art algorithms and software utilized for solving the problems stated here at this
thesis. Later, in chapter 4 will be discussed how the pipeline were developed, what one
need in order to run the software and what are the possibilities of results. Continuing
with chapters 5, 6, and 7, where will be discussed the details of implementations of the

coarsening, partitioning and uncoarsening algorithms used both in the METIS Library
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and the Quantum Graph Partitioning (QGP) respectively. In chapter 8 will be breafly
discussed how the proffiling and permutation of the matrix were performed and the
main metrics extracted from the matrix. Chapter 9 presents the results obtained for
the demonstrators used as entries for the pipeline, here the main differences between
the METIS and QGP approach will be pinpointed and evaluated. And chapter 10
will be exploited the final considerations, and future work that can be done in order
to continue further with the development of better performing approach for solving the

domain decomposition problem.
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2 THEORETICAL BACKGROUND

This chapter reviews the theoretical background, summarizing the foundational concepts
across the areas and formulate mathematically the computational challenge tackled at
this work. First in section 2.1, will be built the intuition for the main problem been
solved at this thesis. Later on section 2.2 will be discussed how this problem is aimed to
be solved using domain decomposition technics. Section 2.3, will be given the building
blocks for understanding the quantum algorithms utilized at the thesis. In section 2.4,
will be discussed how the domain decomposition can be mapped into a graph partitioning
problem. Later on section 2.5 is shown the quantum algorithms utilized to solve the graph
partitioning problem and what are their underlying functionalities. And in section 2.6 is

depicted both the emulated and physical hardware used to run the quantum algorithms.

2.1 Finite Element Analysis

Finite element analysis (FEA) is a numerical method used to approximate the response
of physical systems to loads and boundary conditions. It is widely applied in engineering
and the applied sciences to study, for example, structural deformation, vibrations, heat
transfer, and fluid flow (Fadiji et al., 2018, p.21). In an engineering context, the objective
is often to predict how a structure responds to external forces, which supports design
decisions by providing quantitative estimates of displacements, stresses, temperatures, or
other field variables. Although FEA is strongly associated with structural mechanics, the
same discretization principles are used across many domains, including heat conduction,
electromagnetics, and fluid dynamics. As computational resources have improved, FEA
has become an effective alternative to many expensive or time-consuming experimental
procedures, particularly during early design stages . A validated numerical model
enables parametric studies, rapid evaluation of design modifications, and the simulation
of loading scenarios that may be unsafe or impractical to test physically. In addition, finer
meshes and improved solution methods allow for more detailed representations of complex
geometries, which can increase reliability and confidence when the model is appropriately
verified (Fadiji et al., 2018, p.21).

The advantages of FEA include the ability to obtain spatially resolved field
quantities, to reuse a single model under multiple loading conditions, and to visualize
results such as stress or temperature distributions through post-processing tools.

In FEA, a physical continuous domain is approximated to a model called a
mesh. The mesh consists of elements connected at nodes. The core principle is
discretization, where a continuous boundary value problem is replaced by a finite-

dimensional approximation defined on the mesh. In typical formulations, the field is
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approximated locally within each element by piecewise polynomial shape functions, which
produces a system of algebraic equations for nodal (Cook et al., 2002, p.4). At the element

level, a standard linear relationship can be written as
Ku® = f¢, (2.1)

where K° is the element stiffness matrix, u® collects element nodal displacements, and
f¢ is the equivalent nodal force vector (Fadiji et al., 2018, p.22). The assembly over all
elements yields the global system

Ku = f, (2.2)

where K is the global stiffness matrix, u is the global displacement vector, and f is the
global force vector. After boundary conditions are applied, the system is solved for nodal
displacements, and secondary fields such as strain and stress are recovered at the element
level (Cook et al., 2002, p.4) . In practice, FEA workflows are commonly described
by three stages: pre-processing, analysis (solver), and post-processing (Srirekha and
Bashetty, 2010). Pre-processing includes geometry definition, mesh generation, material
property assignment, and specification of loads and boundary conditions (Fadiji et al.,
2018, p.22). The choice of mesh density and element type strongly influences accuracy
and cost. Regions with geometric curvature or high gradients typically require refinement,
while simpler regions can often be represented with fewer elements. In the analysis
phase, the finite element code forms element matrices, assembles the global system,
applies boundary conditions, and solves the resulting algebraic equations. Depending
on the physics and modeling assumptions, the system may be linear or nonlinear, and
the solver may be direct or iterative (Nikishkov, 2004, p.5). Large-scale problems often
require iterative solvers and preconditioning to achieve acceptable performance. Post-
processing converts numerical results into interpretable outputs such as contour plots,
deformed shapes, and animations (Fadiji et al., 2018, p.23). Verification steps, such as
mesh refinement studies, are typically performed to assess numerical stability and solution

sensitivity with respect to discretization and input parameters.

2.1.1 Motion Equation Formulation

Consider two nodes connected by a linear elastic spring in one dimension. If one node is

fixed and the other is displaced by u, Hooke’s law gives

F = ku, (2.3)
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this is the same relation represented in Equation 2.2. If both nodes are free to move, with
displacements u; and us, the spring force depends on the relative elongation us —u;. The

corresponding equilibrium relation can be written as

F1 k —k Uy
Al L) o

which is a local stiffness matrix for a two-node spring element. In structural FEA,

element stiffness matrices arise from the constitutive law and the element interpolation,
typically through an integral of the form | B' DB dQ (Cook et al., 2002, p. 110). The

global stiffness matrix K is then obtained by assembling contributions from all elements
according to mesh connectivity (Nikishkov, 2004, p.5). For linear elastic materials, stress

and strain are related by a constitutive equation. In the simplest one-dimensional form,
o = Fe, (2.5)

where F is Young’s modulus. In multidimensional elasticity, this generalizes to tensor
form, but the underlying role is the same: material parameters enter the stiffness through
the constitutive matrix (Cook et al., 2002, p.20-21).

Once the element contributions are assembled, the stiffness matrix K represents
the internal restoring forces generated by elastic deformation. In a static setting, K
connects nodal displacements to nodal forces. In a dynamic setting, the same restoring
forces oppose motion and, together with inertia, determine how the structure vibrates.
Introducing inertia via the mass matrix M and dissipation via C' leads to the semi-discrete

structural dynamics model (Danz et al., 2025, p.3):
Mi(t) + Cu(t) + Ku(t) = f(t), (2.6)

where u(t) € RY collects nodal displacements, f(t) is the external force vector, M is
the mass matrix, C' is the damping matrix, and K is the stiffness matrix. In many
applications, M and K are symmetric, and M is positive definite (Danz et al., 2025, p.
3).

For modal analysis, one typically studies the natural dynamics of the structure
by considering free vibration, with no external forcing and often neglecting damping.

Removing these two elements, the Equation 2.6 then becomes
Mu(t) + Ku(t) = 0. (2.7)

This equation is a linear time-invariant second-order system. Such systems admit solutions

that oscillate at characteristic frequencies with fixed spatial patterns. These patterns
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are the mode shapes, and the associated frequencies are the natural frequencies. This
motivates seeking solutions in separable form, where the time dependence is purely

oscillatory.

2.1.2 The Eigenvalue Problem Formulation

Assume a harmonic solution for equation 2.7 of the form
u(t) = pe™, (2.8)

where ¢ € RY is the mode shape and w is the angular frequency. Substituting Equation

2.8 into equation 2.7 yields the generalized eigenvalue problem
(K —w*M)¢ =0, (2.9)

and is the main equation to be solved using the domain decomposition at this work. For
computational approaches, and in particular for mappings used in quantum algorithms,
it is convenient to convert Equation 2.9 into a standard eigenvalue problem. Since M is
positive definite, it admits a symmetric factorization M = M2 M2 (Danz et al., 2025,
p.3). Defining the mass-normalized eigenvector v = M 124 allows us to formulate the

symmetric mass-normalized stiffness matrix
H=M2KM2 (2.10)

Substituting these three definitions into Equation 2.9 yields the standard

eigenvalue problem

Hv = w?v (2.11)

or, as it typically appears in standard Hermitian eigenproblems with A = w?,

Hv = \v. (2.12)

Equation 2.12 defines the K and M system as a standard eigenvalue problem.
To later use this formulation to find the frequencies of vibration w and the direction of
the vibration ¢, one must first diagonalize the matrix H. Because H is symmetric (Danz

et al., 2025, p.3), it can be diagonalized by an orthogonal matrix W,
A=WTHW, (2.13)

where A is a diagonal matrix with entries \; = wjz-. To determine the natural frequencies

and mode shapes of the system, the coupled equations of motion must be transformed into
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a set of independent equations. This is achieved by projecting the physical displacements

onto the normal mode coordinates. By applying the coordinate transformation
y = WT MYy, (2.14)

where y represents the vector of modal coordinates and W is the eigenvector matrix,
the system is diagonalized. This transformation effectively decouples the complex multi-
degree-of-freedom system into a set of independent, single-degree-of-freedom oscillators,

expressed in matrix form as
i = —Ay, (2.15)

where A is the diagonal spectral matrix containing the eigenvalues. Written component-

wise, each independent oscillator is governed by the simple harmonic equation

d?y;
e~ N

(2.16)

where \; corresponds to the squared natural frequency of the j-th normal mode.

Thus, each mode evolves as a simple harmonic motion with frequency w; = \/E .
The physical displacement can be recovered via u = M~Y?Wy. In the special case of a
lumped mass matrix, (M ~?),, = 1/y/my, which yields

1 X
W= E Wiy 2.17
U . P Y ( )

Equation 2.17 describes the displacement of a specific node in a specific direction,
see Figure 1. For reaching at the equation 2.17, one must solve the problem stated at
equation 2.9 that highlights the main computational bottleneck: computing eigenpairs
of large sparse matrices. Dense eigensolvers have cubic time complexity, O(N?), in the
matrix dimension, while sparse methods typically compute only a subset of eigenpairs
using repeated sparse matrix-vector products, whose cost scales with the number of non-
zeros in K and M and with the number of iterations required (Danz et al., 2025). For very
large models, this motivates the use of strategies such as domain decomposition, model

reduction, and parallelism, which are discussed in the following sections.

2.2 Domain Decomposition

2.2.1 Divide and Conquer

As established previously, the finite element discretization of large industrial components
often leads to large-scale linear systems and, in dynamic analyses, to generalized

eigenvalue problems of the form of Equation 2.9 where K and M are the stiffness and mass
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Figure 1: Physical displacement of a specific node in a specific direction.

Source: Yannick Bergs 2024.

matrices, respectively. The size of these sparse matrices can become a severe limitation
in terms of both memory and runtime. Champaney et al., in (Champaney et al., 1997,
p.255, 258), used a model with more than 3.4 x 10° degrees of freedom to demonstrate
practical computational limits. Modern industrial models can easily exceed 10° degrees
of freedom, making monolithic approaches increasingly difficult due to its cubic, O(N?),
complexity nature.

Although K and M are sparse, direct factorization based methods can still
become prohibitive at large scales due to fill-in and memory growth. In the worst case,
dense direct solvers scale as O(N?) in time and O(N?) in memory, where N is the number
of degrees of freedom. This motivates methods that exploit structure and parallelism
strategies such as Divide and Conquer.

Domain Decomposition (DD) address this bottleneck by splitting a large problem
into smaller subproblems that can be solved concurrently (Gropp and Keyes, 1989). The
central idea is to decompose the physical domain into subdomains, solve local problems
in parallel. This enables scalable parallel algorithms that follow a divide and conquer
strategy on modern scientific computing platforms (Su and Fulton, 1993). At this thesis,
the DD is the main objective and the ultimate goal of the work. Regarding matrices,
domain decomposition is just performing the permutation of the matrix lines, so the
nodes are grouped mainly at the diagonal in such a way that when the matrix is scattered
into CPU’s, the communication between the CPU’s is minimized and the workload of each
processor can be balanced. An example of the result of this lines permutation process can
be seen at the Figure 2. The goal of the lines permutation, as already stated before, is to
group the the nodes in p blocks (subdomains) throughout the diagonal therefore ideally

each subdomain would have n/p nodes, where n is the total number of nodes.
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Figure 2: Comparison of original and permuted matrix K. At the left one can see the

K original before applying the permutation and at the right the K matrix after applying
the permutation.
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Let the physical domain €2 be partitioned into P non-overlapping subdomains €2y, ...,p
such that
P
Q=) and % =g Vi (2.18)

i=1

If subdomains were completely independent, assigning each €2; to a separate
processor could yield an ideal super-linear speedup (Herrera-Revilla et al., 2019, p.4).
In practice, coupling occurs at interfaces, since discrete degrees of freedom interact across
subdomain boundaries. Therefore, the conquer step requires both the solution of local

problems and the enforcement of interface conditions that maintain global consistency.

2.2.2 Parallelism Costs

Parallel implementations introduce costs beyond floating-point operations. In (Gropp and
Keyes, 1989), Gropp and Keyes emphasize three main contributors: intrinsically serial
operations such as global reductions, synchronization overheads required to coordinate
access to shared data in shared memory models, and hardware and communication costs,

typically characterized by bandwidth limits and message startup latency at message
passing architectures.

2.2.2.1 Shared Memory Architectures

In shared memory architectures, processors access a global memory space, which

makes communication implicit but introduces contention and bandwidth bottlenecks.
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Synchronization primitives such as barriers and critical sections also introduce overheads,
frequently modeled with log p terms (Jordan, 1987).

For shared memory, Gropp and Keyes (Gropp and Keyes, 1989) describe models
where performance is limited by contention on shared resources and synchronization. A

representative bound for strip decompositions is

Tn,p)~—|a+——F5=)+2|—+1o +2(—log— ) (c+ ———
(.) p ( min(p, P1) p &P P & D min(p, P,)

+nlogn + 3logp,
(2.19)

where P; and P, model saturation limits of shared resources, and a, b, ¢, d represent local

arithmetic and memory access costs.

2.2.2.2 Message Passing Architectures

At message passing architectures, each processor has private memory and communicates
by sending explicit messages. A common cost model for transferring n words is O(s+rn),
where s is the startup latency and r is the per-word transfer time. Global reductions
depend strongly on network topology. For example, the cost can scale like O((s+7n) log p)
on a hypercube and like O((s + rn),/p) on a mesh. Following Gropp and Keyes (Gropp
and Keyes, 1989), a representative per-iteration time model for a strip decomposition on

a message passing system can be expressed as

2 2 2
T(n,p) ~ L (n—+logp) +n—logﬁ+nlogn
p p p p

+(s+rn)+ (s+r)logp+ (s +rn)+ (s +rn),

(2.20)

where n denotes the number of unknowns per side, p is the number of processors, s is
message startup latency, and r is the transfer time per word.

In practice, domain decomposition algorithms trade increased per-iteration work
and communication for a significantly reduced overall iteration count. Specifically, Gropp
and Keyes (Gropp and Keyes, 1989) discuss representative regimes, including decoupled
methods (minimal communication), local communication preconditioning, and approaches
that introduce global coupling steps for improved convergence. Such trade-offs are central

to choosing an algorithm that achieves both numerical efficiency and parallel scalability.

2.2.3 Preconditioning and Solver Efficiency

Ultimately, the principal performance improvement when using these domain

decomposition techniques is realized when solving the final permuted matrix with a
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preconditioned solver. By intelligently exploiting the newly concentrated matrix structure,
this type of solver is able to drastically reduce the amount of iterations necessary to
converge to a robust solution. This efficiency gain is fundamentally driven by the use
of structural heuristics, which carefully balance the trade-off between finding an optimal
structural ordering and minimizing the total convergence time. To fully appreciate how
preconditioning leverages these structural changes, it is first necessary to establish the

operational baseline of a system solved without them as in the Unconditioned Solvers.

2.2.3.1 Unconditioned Solvers

The most common foundational approach relies on unconditioned solvers, which operate
directly on the original linear system. Krylov subspace methods, such as the Conjugate
Gradient (CG) method and the Generalized Minimal Residual (GMRES) method, are
highly effective iterative techniques for approximating solutions to large, sparse linear
systems. These methods operate by constructing an approximate solution from a
sequence of expanding Krylov subspaces, defined as the span of vectors KC,,(A, 7o) =
span{rg, Arg, A%rq, ..., A" 'rg} (Fuhrmann, 2024, p.10) (Kumlien, 2024, p.10). The
baseline iteration complexity and the convergence rate of these unconditioned solvers
are intrinsically tied to the eigenvalue distribution and the condition number of the
coefficient matrix. Because Krylov methods are strictly spectrally driven, applying
a permuted matrix directly to an unconditioned solver will not decrease the number
of iterations required for convergence. The similarity transformation associated with
structural permutations preserves the eigenvalues exactly (Golub and Van Loan, 2013,
p.67), meaning the inherent mathematical difficulty of the problem remains completely

unchanged from the perspective of an unconditioned Krylov solver.

2.2.3.2 Preconditioned Solvers

While unconditioned methods cannot exploit the reordered matrix structure to reduce
iterations, introducing a preconditioner fundamentally changes this dynamic. To combat
the slow convergence associated with ill-conditioned matrices, the original linear system
Ax = b is transformed using a preconditioner M into an equivalent system, such as
M~ Az = M~'b, which possesses a significantly smaller condition number s and a more
favorable eigenvalue clustering. A standard and highly efficient approach for generating
M is through sparse approximations like incomplete LU (ILU) or incomplete Cholesky
factorizations, which manage memory usage and computational overhead by employing
dropping rules to discard elements outside a specific bandwidth or below a certain
magnitude threshold (Kumlien, 2024, p.19). It is within this preconditioned framework
that matrix permutation unlocks its greatest computational advantage. By structurally

reordering the matrix to concentrate the largest-magnitude entries near the main diagonal,
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the preconditioning algorithm is forced to drop only the sparse, less vital outliers. This
ensures that the resulting preconditioner M retains a much higher-fidelity approximation
of the original matrix without exceeding memory limits, which drastically accelerates the

convergence of the Krylov solver.

2.2.3.3 Matrix Permutation Eigenvalues Preservation

While extracting a preconditioner from a concentrated matrix structure yields clear
computational benefits, a natural concern is whether this structural scrambling alters
the fundamental mathematical problem. To ensure that reordering the matrix does not
compromise the underlying physical or mathematical system, it is vital to understand the
properties of the permutation transformation. The structural reordering of a symmetric
stiffness matrix K can be expressed as PKPT, where P is an orthogonal permutation
matrix satisfying P~' = P?. Because of this orthogonal property, the transformation
PKP™!is a standard similarity transformation (Golub and Van Loan, 2013, p.20). A
foundational property of similarity transformations is that they perfectly preserve the
characteristic polynomial, and consequently, the exact eigenvalues of the original matrix.
Therefore, the condition number, the system’s stability, and the spectral limits remain
completely unaffected. The PK PT permutation acts purely as a structural optimizer to
facilitate the extraction of an efficient preconditioner, mathematically guaranteeing that

the reordering process will never break the matrices down.

2.2.3.4 Structural Metrics for Matrix Profiling

To accurately measure and predict the resulting reduction in solver iterations, structural
profiling metrics are utilized to quantify the matrix’s newly formed density pattern. The
primary metric is the matrix bandwidth B, formally defined as the maximum distance
of any non-zero element from the main diagonal: B = max{|i — j| : a;; # 0} (Golub
and Van Loan, 2013, p. 176). For symmetric matrices, this is often evaluated using the
semi-bandwidth p. While absolute bandwidth dictates the maximum spread of elements,
effective diagonal concentration is equally critical. It measures the weight or fraction
of non-zero elements bounded within a tightly localized range from the main diagonal.
High diagonal concentration ensures that the most critical mathematical mass of the
matrix is heavily packed into the center, a structural prerequisite that directly predicts

the effectiveness and accuracy of banded dropping strategies in preconditioning (Kumlien,
2024).
2.2.3.5 Factorization Complexity

Ultimately, the purpose of optimizing these structural metrics is to directly minimize

the algebraic operations required to process the matrix. The computational complexity
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of the factorization algorithms utilized to generate direct solvers or preconditioners is
strictly governed by the structural metrics defined above. For banded systems, the
theoretical worst-case complexity of factorization scales quadratically with the bandwidth,
demonstrating an O(N B?) scaling law. More specifically, the complexity ceiling for the
standard Band Cholesky factorization is strictly bounded to floating-point operations

based on the semi-bandwidth p:

Cfactorization = n(p2 + 3p> (221>

Consequently, reducing the maximum absolute bandwidth mathematically lowers
the theoretical ceiling of the factorization time and limits maximum memory allocation
(Golub and Van Loan, 2013). However, as observed in matrix profiling paradigms,
evaluating absolute bandwidth alone is insufficient to capture the true factorization
complexity. Because incomplete factorizations use dynamic dropping rules based on fill-
in limits, the algorithm does not rigidly execute dense operations out to the extreme
absolute bandwidth edge. Instead, a densely packed inner boundary acts as the effective
bandwidth. The factorization algorithm iterates heavily over this localized dense core and
cheaply discards the sparse elements located in the matrix’s periphery.

To understand how Avg. Bandwidth reduction can accelerate the solver, one
must look at the condition number, which measures the mathematical difficulty of the

original system:

k(A) = [A] - |A7Y (2.22)

By minimizing the Avg. Bandwidth, the permutation ensures a greater
compactness of the non-zero values along the main diagonal. When an incomplete
factorization algorithm applies its dropping rules to discard elements outside the
effective band, it only discards mathematically insignificant outliers. This minimizes the
approximation error E, where A = M + E, ensuring that the resulting preconditioner M
is a high-fidelity approximation of A. Because the Avg. Bandwidth reduction produced
a highly accurate preconditioner where M ~ A, the preconditioned operator M 1A
strongly approaches the identity matrix I. The condition number formulation of this

newly preconditioned system becomes

R(MTHA) = |MEA| - (M A) . (2.23)

This mathematically forces the preconditioned condition number x(M 'A) to drop
significantly closer to its ideal minimum of 1 (Kumlien, 2024, p.25).

According to Krylov subspace convergence theory, the number of iterations
required for the solver to converge is strictly bounded by the square root of this condition

number. This gives the final computational complexity
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Iterations = O (W) . (2.24)

Therefore, an optimal permutation method achieves computational reduction
by simultaneously lowering the theoretical O(NB?) absolute bandwidth ceiling while
condensing the vast majority of the calculation mass into a tight, effective computational
zone. This diagonal concentration inherently minimizes the preconditioner’s
approximation error, plummets the condition number x(M 'A), and ultimately
guarantees a drastic reduction in the O(\/k(M~1A)) iterations required to reach a

solution.

2.3 Quantum Computing Fundamentals

2.3.1 Building Blocks

In classical computation, the basic unit of information is the bit, which takes values in the
set {0, 1} (Nielsen and Chuang, 2010, p.15). In quantum computation, the analogous unit
is the quantum bit, qubit. Mathematically, a single qubit is described by a unit vector
in a two-dimensional complex Hilbert space, with an orthonormal computational basis

{|0>,|1)}. Thus, a general pure qubit state can be written as
V) = al0)+5[1), (2.25)
where «, § € C and the normalization condition requires
o? + 16> = 1. (2.26)

Only relative phases are physically relevant: multiplying |1/ by a global phase factor e
does not change measurement probabilities and can typically be ignored. Up to a global
phase, any single-qubit pure state can be parameterized by two real angles 6 € [0, 7] and
p € [0,2m) as

¢y = cosg 0) + €% sing I1). (2.27)

This representation leads to the Bloch sphere in figure 3, where 6 and ¢ correspond to

spherical coordinates of a point on the unit sphere (Nielsen and Chuang, 2010, p.15).

2.3.1.1 Measurements

A projective measurement of the state in Eq. 2.25 in the computational basis yields
outcome 0 with probability |a|? and outcome 1 with probability |3>. Conditioned on the

measurement result, the post-measurement state collapses to the corresponding basis state
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Figure 3: Bloch sphere representation of a single-qubit state.
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Source: Author

|0) or |1). For multiple qubits, the state space grows by tensor products. A two-qubit
computational basis is {|00),|01),|10),|11)}, and a general pure state has the form

W) = ago [00) + a1 [01) + ao [10) + aqp [11), (2.28)

with normalization Z la.|? = 1. If only the first qubit is measured and the outcome
ze{0,1}2
is 0, then the outcome occurs with probability

p(0) = |ag* + |aq %, (2.29)

and the post-measurement state becomes

Qo ’OO> + ap1 |01>

|avgo|? + [aror [?

Y = (2.30)

More generally, an n-qubit pure state is specified by 2" complex amplitudes,
which illustrates the rapid growth of the underlying state space with system size.
2.3.1.2 Entanglement

Multi-qubit systems exhibit correlations that cannot be reproduced by classical
probability models. A standard example is the Bell (EPR) state

100) + [11)
—

Measuring the first qubit yields outcomes 0 and 1 each with probability 1/2, and the

o7) = (2.31)

second qubit is perfectly correlated with the first: conditioned on outcome 0 the state

becomes |00), while conditioned on outcome 1 it becomes |11). Such entangled states
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are a key resource in quantum information processing and will reappear in later sections

when discussing quantum circuits and algorithms.

2.3.2 Quantum Circuits
2.3.2.1 Single-Qubit Gates

Quantum logic gates are unitary operations that evolve the state of one or more qubits.
For a single qubit, gates are represented by 2 x 2 unitary matrices acting on state vectors
in the computational basis {|0), |1)}. Common single-qubit gates include the Pauli gates
(X, Y, Z), phase gates (S, T), the Hadamard gate (H), and continuous rotation gates:

[0 1

x— |0, T L (2.32)
10 V21 =1
[0 —i (1 0

Y = ", s=1" ", (2.33)
7 0 0 2
[1 0 (1 0

7 = T = co 2.34
O—J’ 04“] (2.34)

A useful continuous family are rotations about the Bloch-sphere axes, defined via

Pauli matrices:

7 .0
, cos—  —isin—
Ry (0) = e70%/2 — 2, 0 (2.35)
—isin -  COS <
2 2
7 .0
_ _wyp |85 —sing
R,(0) =e = 7 g (2.36)
sin—  cos—
2 2
p 02
R.(0) = e 22 = [ 0 G| (2.37)

2.3.2.2 Multi-Qubit Gates

For multiple qubits, the state space is described by tensor products, and gates are
represented by 2" x 2" unitaries (Nielsen and Chuang, 2010, p.94). The prototypical
two-qubit gate is the controlled-NOT (CNOT), which flips the target qubit if and only if
the control qubit is |1):

100) — [00),  [01) — 015, [10) > [115, |11) > |10). (2.38)
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Equivalently, it can be written as
CNOT = [0)0|® I + [1){1|® X, (2.39)

where [ is the single-qubit identity.
More generally, a controlled-unitary gate applies a unitary U to the target

conditioned on the control being |1):
CU)=10)0|®I+[1)q|eU. (2.40)

Controlled operations are central to many quantum algorithms, including phase

estimation.

2.3.2.3 Universality and Standard Circuit Diagrams

Quantum circuits are typically drawn as horizontal wires, qubits, evolving from left to
right in time. Single-qubit gates are shown as boxes acting on one wire, while controlled
gates are drawn with a filled control dot on the control wire connected to a target symbol
(e.g., @ for CNOT).

A gate set is called universal if any multi-qubit unitary can be approximated to
arbitrary accuracy using a finite circuit over that set. A standard theoretical result is
that:

e Arbitrary single-qubit unitaries together with CNOT form a universal family for

quantum computation.

e In practice, one often uses a finite universal gate set such as {H, T, CNOT}, which

can approximate any unitary to desired precision.

A useful decomposition for single-qubit operations is the Euler-angle form: any

2 x 2 unitary U can be written as a sequence of rotations, for example
U = e R.(8) Ry(v) R.(6), (2.41)

for real parameters «, 3,7,6. This shows how a small set of elementary rotations can

generate general single-qubit gates.

2.3.3 Quantum Phase Estimation

As derived previously, free vibration in a finite element model leads to the generalized
eigenvalue problem
(K —w?*M)¢ =0, (2.42)
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where K and M are the stiffness and mass matrices. Since M is symmetric positive
definite in standard structural models, Eq. 2.42 can be mapped to a standard Hermitian

eigenvalue problem by introducing the mass-normalized variables v = MY2¢:
Hv =X, H:=M"V"KM 2  X\=u (2.43)

Therefore, computing natural frequencies and mode shapes reduces to extracting
eigenpairs (A, v) of a large sparse Hermitian matrix.

In principle, Quantum Phase Estimation (QPE) provides an exact quantum
procedure to estimate eigenvalues of such operators, but QPE requires access to a unitary

operator. For a Hermitian matrix H, a standard choice is
U:=e (2.44)

for some evolution time ¢. If H [v) = A |[v), then U |v) = e ™" |v), and QPE can be used
to estimate the phase e ™, and thus \ up to scaling and periodicity.

The central practical difficulty is implementing controlled powers of U, namely
controlled-U? operations, for this reason we assume that we have available black boxes,
some times called oracles, capable of performing this unitary which dominates the cost of
QPE at scale. A widely used theoretical framework to construct such unitaries is block-
encoding. In block-encoding, one embeds a matrix (such as H or L) into a larger unitary

Uy acting on additional ancilla qubits such that

(O T) Uy (10)%* ® 1) = g (2.45)

for some normalization constant o = |H||. Once a block-encoding is available, standard
quantum techniques can be used to implement approximations of e *#* and its controlled
powers. Consequently, QPE is conceptually applicable to eigenvalue problems arising from
FEM operators, but its feasibility depends on the cost of constructing and simulating the
corresponding block-encoded operators.

QPE addresses the following task: given a unitary operator U and an eigenvector
|u) such that

Ul = oy, pelo,1), (2.46)

estimate the eigenphase ¢ to N bits of precision. The standard QPE procedure uses the
Quantum Fourier Transform (QFT) as a circuit subroutine (Kitaev, 1995, p.3). The QFT
on N qubits is defined by the mapping

| ;| N .
5y = \/_N 2 2migk/N k), je{0,...,N —1}. (2.47)
k=0
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Equivalently, the action on a arbitrary state may be written

In quantum algorithms, the inverse transform QFTT is particularly important
because it converts phase information encoded across computational basis states into a
classical bitstring upon measurement (Coppersmith, 1994, p.4,5), (Nielsen and Chuang,
2010, p.221). A standard decomposition of the QFT uses Hadamard gates and controlled

phase rotations
1 0
Ry = [O 62m,/2k] , (2.48)

followed by a qubit-reversal (SWAP) stage, see Figure 4 for circuit overview.

Figure 4: Circuit decomposition of the QFT

" )R] 0y + sy
72 ‘ Hil— ARy oHRy1 |0) + e2mi0d2-in| 1)

[n_1> . T |0) + €2 0dn—1n| 1
|jny ‘ H '— |0) + >0 |1)

Source: (Nielsen and Chuang, 2010).

QPE circuit, represented at Figure 5, goes as follows: using two registers, first
one as a phase register of ¢ qubits initialized in |0Y® and a system register initialized
in |u). After applying Hadamards to the phase register, controlled powers of U imprint
the eigenphase onto the phase register via phase kickback. Finally, QFT is applied to
concentrate the amplitude on bitstrings close to the binary expansion of ¢.

To connect QPE to Hermitian eigenvalue problems, one typically sets U = e~
for a Hermitian operator H. If H |[v) = A |v), then U |[v) = e~ |v), which corresponds to
an eigenphase ¢ satisfying
At

= Y= —% (mod 1). (249>

oA _ p2mip

(&

Therefore, recovering A requires a suitable scaling choice and an efficient implementation
of controlled-U?', which is typically the dominant cost in practical settings.
2.3.3.1 Approximate phases and success probability

The discussion so far describes the ideal case in which the eigenphase ¢ admits an exact

t-bit binary expansion. In practice, ¢ is generally not exactly representable with ¢ bits,
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Figure 5: Circuit overview for the QPE

[y [y

0) — H

- —e

0

QFT™ — » |0)

0) H

) )

I U20 U21 . U2t71 I

Source: Yannick Bergs 2025

and QPE returns a best t-bit approximation with high probability. Let b € {0,...,2" — 1}
be the integer such that

b b+1 b

_t<(’0< ot 5::90_57

5 0<d<2 (2.50)

After the controlled-U? stage and the application of QFTT, the first register is measured
and returns an integer m € {0, ..., 2" — 1}. Nielsen and Chuang show that the probability
of obtaining an outcome far from b can be bounded as follows: for any integer tolerance

e>=1,
1

2(e —1)

This implies that outcomes concentrate near b, and therefore QPE yields an accurate

P(lm —b| >e€) = (2.51)

approximation to ¢ with high probability. If ¢ is exactly representable with ¢ bits,
i.e. ¢ = b/2" (equivalently § = 0), then the inverse QFT produces the basis state |b)
deterministically and the measurement returns m = b with probability one. In the generic
case ¢ # 0, the output distribution is peaked around b (and the nearest integers), so that
rounding m/2" gives a good estimate of ¢. The phase register size sets the resolution:
increasing t refines the binary grid spacing 27*. In the Hamiltonian setting of Eq. 2.49,
where ¢ = —At/(27) (mod 1), an additive phase error Ay corresponds to an eigenvalue

error

21
AN~ 2 |Ag) (2.52)

so that achieving n accurate phase bits requires a phase register whose effective precision

scales accordingly. To obtain an estimate accurate to n bits, one may choose e = 20" — 1



Chapter 2. Theoretical Background 37

in Eq. 2.51. Writing t = n + p (i.e. using p extra qubits beyond the target precision),
Nielsen and Chuang derive that the probability of obtaining an n-bit accurate estimate

is at least
1

P(n-blt accurate) = 1— m

(2.53)

Thus, a small number of additional phase qubits increases the success probability
substantially. In practice, confidence can also be boosted by repeating QPE multiple
times and taking a robust statistic of the returned phases.

The above guarantees assume the system register is initialized in an eigenstate |v)

of U as in Eq. 2.46. If instead one prepares an arbitrary state expanded in the eigenbasis,

W) = ch Uk Ulvgy = e Juy,) (2.54)
%

then QPE produces the phase ¢} with probability |cx|* (Nielsen and Chuang, 2010, p.224).
Therefore, estimating a specific eigenphase requires non-negligible overlap between the
prepared state and the corresponding eigenvector. Standard QPE uses ¢ phase qubits
and an inverse QFT on the phase register. Iterative and semiclassical variants reduce
the number of ancilla qubits at the cost of longer circuit depth and additional classical
feedforward (Griffiths and Niu, 1995). Likewise, approximate implementations of the QFT
reduce the number of controlled rotations by omitting very small-angle gates, trading a

controlled approximation error for improved resource requirements.

2.3.3.2 Resource requirements and practical limitations

QPE is conceptually a direct route from an operator eigenproblem to eigenvalue estimates,
but its practicality is governed by the resources required to implement the controlled
powers c-U? and by the target precision (Nielsen and Chuang, 2010, p.221). The standard
QPE circuit uses a phase register of ¢ qubits, a system register to represent the eigenvector
|v), and additional ancillas required by the implementation of U. Thus, the qubit count is
not only ¢ plus the system size, but also includes non-negligible overhead from the chosen
operator access model.

QPE applies controlled powers c-U Y for 7 =0,...,t —1. When U is generated
from a Hermitian operator via U = e ', the power U g corresponds to evolution for

time 27t. Therefore, the total simulated evolution time scales as

Tim = §2jt = O((2" - 1)), (2.55)

J=0
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which grows exponentially in the number of phase qubits. Since t = n + p is chosen to
achieve n accurate bits with high success probability, circuit depth quickly becomes the
dominant bottleneck (Nielsen and Chuang, 2010, p. 224).

The feasibility of QPE hinges on efficiently implementing e~

" and its controlled
versions. A common theoretical route is to construct a block-encoding Uy and then
use Hamiltonian simulation techniques to approximate e~ to some error gy, (Gilyén
et al., 2018, p.40) (Low and Chuang, 2019, p.3). In such frameworks, the gate and
query complexity depends on the normalization factor a, the evolution time, and the
tolerated simulation error. In particular, the large evolution times appearing in Eq. 2.55
translate into strong requirements on long coherent controlled simulation. QPE returns
a phase modulo 1. To recover A unambiguously, one needs a priori spectral bounds and a
scaling choice for the evolution time ¢ such that distinct eigenvalues do not map to nearly
identical phases. The cleanest QPE guarantee assumes the system register is initialized
in an eigenstate |v). For general inputs, outcomes are sampled according to eigenstate
overlaps (Eq. 2.54), so obtaining a specific eigenvalue may require additional procedures
to prepare or amplify the relevant eigencomponent, which introduces further overhead
beyond the QPE circuit itself (Nielsen and Chuang, 2010, p. 223).

For large FEM operators, the combination of high precision requirements, deep
controlled time evolutions, and overhead from block-encoding and eigenstate preparation
can make full-scale QPE impractical. This motivates strategies that reduce the global
problem into smaller pieces, such as domain decomposition and graph partitioning, and it
explains why hybrid quantum-classical optimization approaches are often preferred when
the full operator is too large to simulate coherently.

QPE provides a principled route to extract eigenvalues by estimating phases of
an evolution operator U = e ', While conceptually attractive, the practical cost of
implementing the required controlled time-evolution operators at scale quickly becomes
prohibitive for large engineering models, making exact QPE-based workflows unrealistic
for the problem sizes of interest (Gilyén et al., 2018, p.41).

For this reason, near-term quantum optimization focuses on methods that target
the solution quality rather than exact spectral information. Two prominent families are
the Quantum Approximate Optimization Algorithm (QAOA) (Farhi et al., 2014, p.2,7)
and quantum annealing (QA) (Kadowaki and Nishimori, 1998, p.2), both of which are
designed for discrete, combinatorial optimization tasks. In particular, problems such as
graph partitioning naturally admit formulations where a candidate solution is represented
by binary decision variables and the goal is to minimize an objective function under

constraints.
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2.4 Graph Partitioning

2.4.1 From mesh to graph

Graphs are widely used as abstractions for modeling relationships and data dependencies
in computational problems. As a result, partitioning a graph into smaller pieces is
a fundamental algorithmic operation, particularly in scientific computing and parallel
processing (Hendrickson and Kolda, 1999, p.1520). Even when the final task is traversal,
path finding, or flow computation, partitioning large graphs often appears as an important
subproblem for complexity reduction and parallelization (Bulug et al., 2013, p.1). In
parallel computing, vertices often represent units of computation and edges represent data
dependencies. A good partition distributes workload evenly and reduces communication
between processing units.

In many scientific computing settings, graph partitioning is used to distribute
large numerical simulations across processors for making the decomposition of the domain.
In the Finite Element Method (FEM), the discretized dynamics are governed by sparse
system matrices, such as the mass matrix M and stiffness matrix K. A significant portion
of the computational cost arises from sparse linear algebra operations, for example sparse
matrix vector products in iterative solvers.

This mesh structure can be represented as an undirected graph G = (V, E) that

encodes the sparsity pattern of the system matrices. A common construction is:

e Vertices (V): Each vertex corresponds to a degree of freedom (or node) in the
FEM discretization.

e Edges (F): An edge (v;,v;) exists if the global matrix contains a nonzero entry
at (7,7), meaning that degrees of freedom ¢ and j are coupled through at least one

element.

To model load and communication more accurately, weights are often assigned to vertices
and edges. Vertex weights represent computational work, and edge weights represent
the amount of data exchange implied by coupling (Hendrickson and Kolda, 1999, p.
1520). With this mapping, distributing the simulation becomes a combinatorial graph

partitioning problem.

2.4.2 Graph Partitioning Problem Definition

Let G = (V, E) be an undirected graph with edge weights w : £ — R, and optionally
node weights ¢ : V' — R.y. A k-way partition is a collection IT = {V, ..., V;} such that
Viu---uVp =Vand V;nV; = Jforalli # j. Equivalently, a partition can be represented
by an assignment vector P of length n = |V| where P[v] € {1,...,k} indicates the block
of vertex v (Bulug et al., 2013, p.2,3).
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2.4.2.1 Inter-block Connectivity

Given a partition I, an edge {u,v} € F is called a cut edge if it connects two different
blocks, i.e., if Plu] # P[v]. For two blocks V; and Vj, define the set of edges crossing
between them by

Ej:={{uv}eE : ueV, veV,}, i # j. (2.56)
The pairwise cut between V; and Vj is then

cut(V;, V;) := w(Eyj) = 2 w(e). (2.57)

Summing over all pairs yields the total edge cut

cut(I) := > w(Ey) = > w({u,v}). (2.58)

1<i<j<k {u,v}eE : Plu]#P[v]
This is the most commonly used objective because it is a simple proxy for communication
cost in parallel computing.
2.4.2.2 Balance Construction

To model computational workload, vertex weights ¢(v) are used. The weight of a block is

c(Vp) = 2 c(v), (V)= 2 c(v). (2.59)

veV; veV

A standard balance requirement enforces that every block weight stays close to the

average:

(Vi) € Lyax = (1 + e)c(l‘;) for all i e {1,...,k}, (2.60)

where € > 0 is an imbalance parameter (Bulug et al., 2013, p.2,3). In the unweighted
case, one sets ¢(v) = 1 and obtains ¢(V;) = |V;|. The balanced k-way graph partitioning

problem can now be written as

min cut (1)
(2.61)

st. (V) <(1+ e)c(;/) Vie{l,... k}.

The outer min emphasizes that the goal is to find, among all valid partitions, the one

with minimum inter-block connectivity.
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2.4.2.3 Single-objective Formulation

It is often convenient to combine the cut objective and the balance constraint into a single

scalar objective using a penalty term. One common choice is

=1

k 2
min " [cut(H) + anax(O, c(V;) — (1 + €>C(Z)> ]’ (2.62)

where 1 > 0 is a penalty parameter. The hinge term is zero when the balance constraint
is satisfied and grows quadratically when it is violated.
For strict balancing or for QUBO/Ising-style encoding, a symmetric quadratic

penalty is also widely used:

O={Vi,..,Vi,}

min [cut(H) + nz <c(Vi) - %)2], (2.63)

which encourages all blocks to match the average weight. This formulation is particularly
useful when transforming the problem into an unconstrained binary optimization model,
what we will need latter on in order to use the Quantum Annealing and Quantum

Approximate Optimization Algorithm for finding a solution for this problem.

2.4.3 The Multilevel Strategy

Balanced graph partitioning is NP-complete as a decision problem and NP-hard in
optimization form (Garey et al., 1976, p. 242-243). This motivates the use of heuristic
algorithms that produce high-quality solutions efficiently on large graphs (Bulug et al.,
2013, p.3-4) (Karypis and Kumar, 1998a, p.363). A highly successful family of heuristics
for large graphs is the multilevel approach, see figure 6. Rather than partitioning the
original graph directly, multilevel methods proceed in three phases: coarsening, initial
partitioning, and uncoarsening with refinement.

Several software packages implement multilevel partitioning heuristics. These
tools aim for fast, high-quality approximate solutions rather than exact optimality,
reflecting the NP-hardness of the problem. METIS is one of the best-known partitioning
packages and implements multilevel recursive bisection and k-way partitioning (Karypis
and Kumar, 1995). It is widely used due to its combination of speed and strong partition
quality on many benchmark families. At this work, the METIS will be used as a baseline
for evaluating the performance of the quantum partitioning approach, which will also
use the same strategies for coarsening and uncoarsening as METIS, only changing the

partitioning approach from classical to quantum.
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Figure 6: Example of the Multilevel Graph Bisection

q =
projected partition fefined partition

g

Initial Partitioning Phase

Source: George Karypis 2003

2.4.3.1 Coarsening Phase

At the coarsening phase, starting from Gy = G, a sequence of progressively smaller graphs
G4, ..., Gy is constructed such that Vo] > [Vi| > -+ > |V,,,| (Karypis and Kumar, 1998a,
p.363). To achieve this, the Heavy Edge Matching (HEM) heuristic is utilized. HEM
computes a maximal matching by visiting the vertices of the graph in a random order.
When an unmatched vertex w is visited, it is matched with an unmatched adjacent vertex
v such that the weight of the edge (u,v) is the maximum among all valid incident edges.
By aggressively selecting edges with the largest weights, HEM significantly reduces the
total edge-weight of the coarser graph, which mathematically inherently leads to a smaller
edge-cut in the partition. The computational complexity for computing the Heavy Edge
Matching scales linearly with the number of edges, requiring O(|E|) time.

2.4.3.2 Partitioning

Once the graph is coarsed, an initial k-way partition is computed. A crucial computational
advantage of the multilevel approach is that the size of this coarser graph is strictly
bounded to a very small number of vertices, typically |V;,| < 100. Because the size of the

graph partitioned at this stage is small, strictly bounded, and completely independent of
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the original macroscopic graph size, the execution time required to bisect it is negligible.
Consequently, the asymptotic time complexity of this specific phase is effectively constant,
O(1), relative to the overall size of the original problem (Karypis and Kumar, 1998a,
p.367).

Because this localized step is so cheap, it permits the use of more expensive
methods if desired (Bulug et al., 2013, p.15,16). At this phase, a 2-way bisection of
the coarsest graph is computed. Nevertheless, thanks to the strictly bounded size of the
coarsest graph, this computational expense is capped, preserving the overall O(1) constant

time complexity of the partitioning phase relative to the original macroscopic problem.

2.4.3.3 Uncoarsening

During the uncoarsening phase, the partition of the coarsest graph is iteratively projected
back through the intermediate graphs to the original finer graph. Because the finer
graphs have more degrees of freedom, the projected partition is typically not at a local
minimum and can be further improved. To achieve this, partition refinement algorithms
are applied at each uncoarsening level to swap subsets of vertices between the partitions
and iteratively decrease the edge-cut. The primary refinement policy is based on the
Kernighan-Lin (KL) algorithm, specifically implemented using the Fiduccia-Mattheyses
(FM) variant. The time complexity of this FM-KL refinement algorithm is O(|E|) per
pass (Karypis and Kumar, 1998a, p.368). To further minimize the practical execution time
without changing the asymptotic complexity, a Boundary KL refinement strategy can be
applied, which limits the data structure insertions and heuristic evaluations exclusively

to the vertices located precisely on the boundary of the partition cut.

2.5 Quantum Optimization Algorithms

To apply QAOA or QA, the combinatorial objective must be mapped to a spin model.
This is done by encoding the decision variables into spin variables and rewriting the
optimization target as the energy of an Ising Hamiltonian. In practice, this is often
expressed as a Quadratic Unconstrained Binary Optimization (QUBO) model, in which
both the original objective and the constraints are embedded into a single quadratic
function via penalty terms (Kochenberger et al., 2014, p.6) (Lucas, 2014). Minimizing
this QUBO is then equivalent to finding the ground state of the corresponding Ising
model, which can be approximately approached either variationally (QAOA) or through
annealing dynamics (QA) (Farhi et al., 2014, p.2,7) (Ushijima-Mwesigwa et al., 2017, p.2).
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2.5.1 The Ising Model

To connect graph partitioning to quantum optimization, start with the bisection case,
k = 2, where each vertex is assigned to one of two blocks. We encode the assignment by

spin variables
8i€{+1,—1}7 Si:+1 ifvl-evl, Siz—l lfUZE%

Let W be the weighted adjacency matrix, i.e., W;; = w;; if {¢,j} € E and W;; = 0

otherwise, and let the edge cut can be computed as

1—s;s;
t(s) = 7 .

cut(s) 2 wij — (2.64)

{i,j}eE

Using s; € {+1, —1}, note that
(si — ;)" = 87 + 57 — 28355 = 2(1 — s;8;) (2.65)
so Eq. (2.64) can be rewritten as
1 2

cut(s) = 1 Z wij(s; — s4)°. (2.66)

{i,j}eE

For bisection k = 2, let s; € {+1, —1} indicate the block assignment of vertex i:
si = +1 for V] and s; = —1 for V5. Let ¢; = c(v;) be the vertex weight and define the
total weight of each block as

c(V1) = 2 G, (V) = 2 Ci- (2.67)

i S,L':Jrl i:si:71
A perfectly balanced split requires ¢(V1) = ¢(Va), equivalently ¢(V;) — ¢(Va) = 0.
Using s; = +1, observe that

Zcisi = Z Ci — Z ¢; = c(V1) — c¢(V3). (2.68)

i85, =+1 i:8,=—1

Therefore, perfect balance can be written compactly as

c's =0, (2.69)
where ¢' = (cy,...,c,)". In the unweighted case (¢; = 1), this reduces to 2 s; =0, ie.,

i
the two blocks contain the same number of vertices. As a standard way to remove the
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explicit constraint is to add a quadratic penalty term and now grouping both the edge

cut and balance constraint at its most compactly forms, we can write it as

min [ESTLS + 1 (CT8)2:| , n >0, (2.70)
sef{+1,-1}7 | 4
which is an Ising-type energy and enforces balance increasingly strongly as n
grows. This is the key bridge to quantum optimization: minimizing Eq. 2.70 is equivalent
to finding the ground state of an Ising Hamiltonian (Lucas, 2014).
In a quantum encoding, each spin variable corresponds to the Pauli-Z operator
on a qubit, whose eigenvalues are +1. Replacing s; by Z; turns the classical energy into

a Hamiltonian whose ground state encodes the best partition:
" 2
Wij
Hgp = Z TJ([— ZZZ]) + n (Z CZZZ) , (271)
i=1

up to additive constants. This Hamiltonian is directly compatible with quantum annealing

and also provides the cost operator used inside QAOA.

2.5.2 Quadratic Unconstrained Binary Optimization

Many optimization solvers use binary variables x; € {0, 1} instead of spins s; € {+1, —1}.
A standard change of variables is
1+ S;

Under this mapping, an edge {7, j} contributes to the cut iff ; # z;. Indeed,

1-— SiSj 1-— (2(131 - ].)(QZE] - 1)

Therefore, the weighted cut objective becomes
cut(z) = 2 Wi (xz +z; — Qxixj). (2.74)
{i,j}eE
For balance, in the weighted case we want
c(Vi) = c(Va) = 3e(V), (V) =D a (2.75)

i=1

Since x; = 1 indicates membership in Vi, this condition is

n

i=1
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As in the spin formulation, we enforce balance via a quadratic penalty:
en(x) = T, — =) ¢ | > 0. 2,77
pen(x) =1 <; : ; ) n (2.77)

Putting the cut objective and the balance penalty together yields a QUBO model:

n 1 n 2
min Z Wij (I’l + T; — 2{1311']) + n Z C;l; — = Z C; (278)
ze{0,1}n | 4 , 2 4
{Z,]}EE i=1 i=1
- -~ _ . ~ -
linear + quadratic cut terms quadratic balance penalty

Expanding the square in Eq. (2.77) shows that the full objective in Eq. (2.78) contains
only constant, linear, and pairwise terms in the binary variables. For this reason, it is

convenient to collect coefficients into a matrix representation,

f(x) = Zhixi + Z Jijr;x; + const, (2.79)
i=1

1<i<j<n

which is the standard QUBO form used by many solvers. This objective is a quadratic

polynomial in binary variables and can be written compactly as
T T
r Qx + q v + const, (2.80)

for a suitable matrix @) and vector g (Kochenberger et al., 2014, p.7). For k > 2, a
standard encoding introduces one-hot variables z; . € {0, 1} indicating whether vertex ¢ is

assigned to block r € {1,...,k}. The intended constraint is
k
Mg, =1 forallie{l,... n}, (2.81)
r=1

so each vertex belongs to exactly one block.

With this encoding, two vertices ¢ and j are in the same block if there exists an r
k

such that z;,x;, = 1. Hence the indicator for being in the same block is 2 Ti T, and

r=1
k

the indicator for being in different blocks is 1 — Z Z;y ;. This gives the multiway cut

r=1
objective

cut(x) = Z Wij (1 — i xi,rxj’r). (2.82)

{i.j}eE
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A balanced k-way partition targets equal total weight in each block,

Z Cilliy A C(V), r=1,...,k, (2.83)
i=1 k

which is enforced via a quadratic penalty. Likewise, the one-hot constraint Eq. (2.81)
is enforced by a quadratic penalty. Collecting all terms yields a single unconstrained
QUBO-style objective:

(. J

k k n 2
xe{%}li}l}”k [ 2 Wij (1 — 7;1 l’z‘,r%‘,r) + ; (; CiTip — C(}‘j)) +

{ij}eE
(-

/

~

cut objective (penalizes edges crossing blocks) balance penalty (equal block weights) (2 84)

n k 9
13 (S ) ]

v

one-hot penalty (one block per vertex)

where A > 0 and 1 > 0 are penalty parameters. This formulation provides the standard

interface for applying QA /QAOA-style solvers to k-way graph partitioning (Lucas, 2014).

2.5.3 The Adiabatic Theorem

Consider the evolution of a state been governed by the Schrodinger equation

d
i [0(t) = H(t) [0 (t)), (2.85)
and a smooth family of Hamiltonians H(s) for s € [0, 1],
H(t) = Ht/T), te[0,T] (2.86)

so that the total runtime 7' controls how slowly the Hamiltonian changes. Kato states in
(Kato, 1950) that in the limit when the change H (t) is made infinitely slow, starting from
a stationary state H(0), the system will pass through the corresponding stationary states
of H(t) for all ¢, this is what the adiabatic theorem for quantum mechanics states. This
transformation will lead the state to reach the ground state and as the Ising formulation
derived previously turns graph partitioning into a ground-state search problem, finding
the ground state for the system is equivalent to finding the solution for the partitioning
problem. In particular, the problem Hamiltonian defined in Eq. 2.71 assigns an energy
to each spin configuration, and its ground state encodes the optimal partition under
the chosen objective and penalties. Thus, in order to find the ground state for the

Hamiltonian, it is necessary to apply an adiabatic transformation at the initial state
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Hamiltonian to reach the final state as the ground state. For a Hermitian Hamiltonian

H, the eigenvalue problem reads

H [¢e) = E¢ [, (2.87)

and let instantaneous eigenpairs satisfy

H{(s) [¢e(s)) = Ei(s) [tb(s)) - (2.88)
with ordered eigenvalues
Eo(s) < Ei(s) < - < Exn_4(9). (2.89)

The ground state [1g) corresponds to the minimum energy Fy. When H is constructed
from a combinatorial cost function, minimizing the objective is equivalent to preparing
the ground state. According to the adiabatic theorem (Kato, 1950), if the spectral gap
between the two lowest energy levels, F1(s) — Ey(s), is strictly greater than zero for all
dimensionless annealing parameters s = t/T" € [0, 1], then the system will remain in the

ground state as the total annealing time T approaches infinity

Jim |(o(T) [ (T))” = 1. (2.90)

Regarding this energy difference, we define the minimum spectral gap between

the ground and first excited levels throughout the evolution as

guin = min (Ei(s) — Eo(s)) (2.91)
In algorithmic applications, the runtime required to remain close to the ground
state is directly governed by this gap. Specifically, the standard quantitative adiabatic

condition yields a scaling limit of the form

max; [(11(s)] dli—is) 1%0(s))
T >» . (2.92)

2
gmin

This highlights why adiabatic approaches can be highly efficient for some

structured instances yet become impractical when g,,;, shrinks rapidly with problem size.

2.5.4 Quantum annealing

Quantum annealing (QA) focuses on finding the optimal solution to complex
combinatorial optimization problems by leveraging the principles of quantum mechanics.

To achieve these computational advantages, (Tripathi et al., 2025, p.13) introduces QA
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as a method to bypass the energy barriers that typically trap classical methods in local
minima. Instead of having to sequentially climb the energy landscape, QA allows the
wave function of a quantum particle to pass directly through potential energy barriers
as illustrated in Figure 7. This capability allows the system to explore a larger portion
of the energy landscape in a shorter amount of time, enabling faster convergence to the

global minimum, which represents the optimal solution for the combinatorial system.

Figure 7: Quantum tunneling overview

Q
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Source: Tripathi 2024

The underlying physics of QA is governed by a time-dependent Hamiltonian
based on the adiabatic theorem. Let us consider an optimization problem encoded into
a generalized Ising model denoted by the problem Hamiltonian Hp. This classical many-
body Ising Hamiltonian includes linear biases and quadratic coupling weights, described

in terms of the z components of the Pauli operator o7

Hp = Z hZO'ZZ + Z JijUfUJZ:. (293)
% 1<j
The process introduces a driver Hamiltonian Hp, or Hj,;ia, Which does not

commute with Hp and possesses a known, trivial ground state. A standard choice for Hp

is the transverse field:

Hp=-> 07, (2.94)
J
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The total Hamiltonian of the QA process interpolates between these two states.
This evolution is frequently represented using a normalized, dimensionless time parameter

s = t/T to transition from quantum exploration to classical exploitation

H(s)=(1—s)Hp + sHp. (2.95)

The system is initially set at the ground state of the driver Hamiltonian at s = 0.
If the change in H(s) with respect to time is sufficiently small, the spin state evolves
adiabatically. It stays in the instantaneous ground state |¢(s)) and successfully arrives
at the desired ground state of Hp at s = 1.

The success of QA is strictly determined by how slowly the Hamiltonian changes,
which directly establishes its computational complexity. The spatial memory complexity
on a quantum annealer scales linearly, requiring O(N) physical qubits to represent the
variables of the problem, alongside any auxiliary physical qubits required to map the
problem graph onto the fixed hardware topology. The theoretical time complexity is
dictated by the adiabatic condition. The runtime T required to strictly remain in
the ground state is governed by the minimum spectral gap ¢min between the ground
state |1o(s)) and the first excited state |¢1(s)), explicitly formulated in Equation 2.92.
When physical quantum hardware is restricted or unavailable, this physical evolution can
be approximated on classical computers using heuristic techniques known as emulated

quantum annealing.

2.5.4.1 Emulated Quantum Annealing

At this work, it is used the emulated version of the quantum annealing algorithm from the
D-Wave library called Anneal. This library utilizes the approach from (Kirkpatrick et al.,
1983) where the physical annealing process is numerically simulated using the Metropolis
Monte Carlo algorithm. In this approach, the objective cost function of the combinatorial
optimization problem is directly mapped to the energy E of a physical many-body system.
The emulation proceeds in small steps by generating random rearrangements from one
configuration to the next and evaluating the resulting change in the cost function, AF.

If a proposed move improves the overall solution (AFE < 0), it is automatically
accepted. However, to prevent the algorithm from getting trapped in local optima, a
common flaw of strict iterative improvement methods, moves that worsen the solution
(AE > 0) are also accepted probabilistically. The probability of accepting an uphill move
is given by the Boltzmann factor P(AE) = exp(—AFE/kgT), where T acts as the effective
temperature control parameter.

The simulated annealing process operates by first “melting” the system at a high
effective temperature, allowing it to freely accept uphill moves and explore the global

solution space. The temperature T is then gradually lowered according to a defined
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cooling schedule until the system “freezes” and no further configuration changes occur.
This mechanism acts as an adaptive divide and conquer strategy: gross features of the
optimal state emerge at high temperatures, while fine-tuning occurs at lower temperatures.
Crucially, empirical analysis has shown that to reach high-quality solutions, the average
computational effort of this emulation scales highly efficiently, typically linearly as O(N)

or as a small power of N.

2.5.5 Quantum Approximate Optimization Algorithm

As discussed in the previous section on quantum annealing, finding the exact ground
state requires continuous, infinitely slow adiabatic evolution. The Quantum Approximate
Optimization Algorithm (QAOA) serves as a algorithm directly inspired by this adiabatic
process. Rather than strictly maintaining the adiabatic condition to guarantee a perfect
solution, QAOA discretizes the continuous time evolution into a parameterized quantum
circuit. This allows the algorithm to run significantly faster, trading absolute optimality
for a high-quality approximate solution. It is, as stated in (Farhi et al., 2014, p.2), a
quantum gate-model meta-heuristic which alternates between applying unitaries drawn
from two families: a cost function based unitary family U,(y) = e~"Mr and a family of
mixing unitaries U,,(3) = e~ %, for some fixed cost function based Hamiltonian H; and
some fixed mixing Hamiltonian Hg.

To formalize the QAOA for an unconstrained optimization problem, as in
Equation 2.84, on n-bit strings, the algorithm is specified by two Hamiltonians: the
phase Hamiltonian Hp encoding the cost function f and the mixing Hamiltonian H),
which is the transverse field Hamiltonian (Hadfield et al., 2019, p.4), along with 2p real
parameters i, ...,7%, and Si,..., Bp.

The phase Hamiltonian Hp encodes the cost function f to be optimized (Hadfield
et al., 2019, p.4). It acts diagonally on n-qubit computational basis states such that

Hply) = f(y)|y)- (2.96)

The standard mixing Hamiltonian H,; is the transverse field Hamiltonian
Hy =) X;, (2.97)
j=1
where X is the Pauli X operator acting on the j-th qubit. The Pauli X operator acts as

a bit flip, meaning X|0) = |1) and X|1) = |0). The initial state |s) is selected to be the

equal superposition state of all possible solutions

1
9= 75 Ll (2.98)
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and this state is also the ground-state of —Hj;. A parameterized quantum state is created

by alternately applying the Hamiltonians Hp and H); for p rounds as in figure 8.

Figure 8: Circuit overview for the QAOA

|sH — L L L L | 2

:—— Up(m)  Unm(Br) (= Up(2) — -+ — Up(%) 1 Unm(Bp) —

|50, —— || || U || 2

Source Hadfield 2019

The duration in round j is specified by the parameters v; and 3;, respectively, resulting

in the state

1B,7) = e~ mHp=ihilin e*”jHPe*iﬁfHM|s>. (2.99)

A computational basis measurement is performed on the state, which returns a
candidate solution y with probability |(y|3,7)|*. By repeating the state preparation and
measurement, the expected value of the cost function over the returned solution samples

can be evaluated as

{f) = {B,7Hp|B,v), (2.100)

this value can be statistically estimated from the produced samples. The above steps
are repeated iteratively, with updated sets of time parameters, as part of a classical
optimization loop. This loop is used to optimize the algorithm parameters with respect
to an objective such as {f) (Hadfield et al., 2019, p.5). The best problem solution found
overall is returned. A critical factor for the success of QAOA is the selection or discovery
of good values for the parameters vi,...,7, and 31, ..., 3,, which are necessary to yield
high-quality approximate solutions.

Regarding the computational cost, QAOA presents specific scaling characteristics
that distinguish it from classical solvers. The spatial memory complexity on quantum
hardware scales linearly as O(n) qubits, directly matching the number of variables in
the target problem (Farhi et al., 2014, p.2). The quantum time complexity for executing
a single shot of the circuit is determined by the number of algorithmic rounds p and
the density of the problem graph. Applying the phase Hamiltonian requires executing
discrete quantum gates for every quadratic interaction, resulting in a quantum gate time
complexity of O(p-|E|) for every shot, where |E| (edges) is the number of non-zero coupled

pairs in the QUBO formulation. The total time to solution then can be written as

Op-|E|- M- K), (2.101)
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which represents this single-shot gate complexity p - |E| multiplied by the number of
measurements M taken per classical iteration and the total number of classical parameter

updates K (Cerezo et al., 2021, p.2) required to converge.

2.6 Quantum Annealing Hardware

At this thesis, were utilized both emulated and physical Annealers when executing the
partitioning step within the quantum version of the pipeline. The key differences between
physical and emulated Annealers rely mostly at the decoherence present at the physical
hardware and error rates regarding the number of qubit’s utilized.

The concrete experimental platforms used later in the thesis are documented with
the simulation setup in Table 13. In summary, the quantum annealing experiments use
the D-Wave Ocean/Leap software path, while the gate-based QAOA hardware path is
accessed through a QLM backend.

2.6.1 Physical Annealers

At the core of physical quantum annealers, such as those developed by D-Wave Systems,
are arrays of superconducting flux qubits (Johnson et al., 2011) and (King et al., 2022, p.1).
These qubits are realized using loops of superconducting material, typically niobium or
aluminum, interrupted by Josephson junctions. This design allows macroscopic persistent
currents to flow in clockwise or counterclockwise directions, acting as synthetic spins
to represent binary quantum states. To maintain these delicate quantum states and
suppress environmental thermal noise, the processors must operate in extreme cryogenic
environments, typically housed in dilution refrigerators cooled to approximately 15
millikelvin.

The primary advantage of this physical architecture is its potential to achieve
significant computational speedups when solving large, highly complex optimization
problems. Unlike classical simulated annealing, which relies on thermal fluctuations to
iteratively climb over energy barriers, physical quantum annealers exploit the phenomenon
of quantum tunneling to directly pass through tall, narrow barriers in rugged energy
landscapes (Boixo et al., 2016, Crosson and Deng, 2014). This inherent quantum
mechanical property dramatically increases the probability of escaping local minima,
offering a faster and more efficient path to finding global optimal solutions in massive,
real-world scenarios.

However, the practical realization of physical annealing is heavily constrained by
decoherence and inherent hardware error rates (Gardas et al., 2018, p.5). Because the
superconducting circuits are macroscopic, they are highly susceptible to environmental

interactions, leading to rapid decoherence and extremely short coherence times, often
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limited to the 5 to 50 nanosecond range. The impact of this environmental noise on the
energy-relaxation time (77) of the system can be mathematically modeled using Fermi’s
golden rule

- 2
Til - ZA] —2|<€|§;|g>| Si(w) (2.102)

where S)(w) represents the power spectral density of the specific noise source A
such as low-frequency 1/f flux noise, and Dy is the transition dipole moment that couples
the environment to the ground |g) and excited |e) states of the coupled system (Weber
et al., 2017, p.9).

Furthermore, these devices suffer from Integrated Control Errors (ICE), which
include low-frequency flux noise and finite precision limits in the digital-to-analog
converters (DACs) used to program the qubits. Because of these analog imperfections,
the Quantum Processing Unit (QPU) does not solve the exact, ideal Ising objective.
Instead, it solves an altered energy function where the intended programmable biases h;

and coupling strengths J; ; are distorted by time- and state-dependent error components

5}17, and 5<]i,j:

N N N
Ealtered(s) = Z(hz + 5}%)81 + Z Z(Ji’j + (SJZ‘,]‘)SZ‘S]‘ (2103)
im1 i=1 j>i

These dh; and 6.J; ; perturbations fluctuate based on background susceptibility,
local flux noise, and hardware heterogeneity, shifting the energy landscape and directly
degrading the probability of successfully localizing the true global minimum (D-Wave
Systems Inc., 2024). Finally, physical annealers are restricted by sparse hardware
connectivity topologies. This physical limitation requires complex minor embedding
techniques that consume multiple physical qubits to represent a single logical variable,
complicating the energy landscape and limiting the raw scale of problems that can be
natively solved (Pelofske, 2025, p.3).

2.6.2 FEmulated Annealers

Given the strict cryogenic infrastructure requirements, high operational costs, and limited
availability associated with physical quantum hardware, this work also extensively
evaluates optimization problems using emulated annealers. FEmulated annealers are
quantum-inspired systems that execute customized simulated annealing algorithms on
classical CMOS hardware, such as modern CPUs, Graphic Processor Unit (GPUs), or
specialized FPGAs (Aramon et al., 2019, p.1-2).

A major advantage of using emulated annealers is that they make algorithmic

implementation and research significantly easier by operating stably at room temperature
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and bypassing the physical wiring limits of superconducting chips. Because they utilize
classical memory arrays to represent interaction weights, digital annealers offer fully
connected architectures (Aramon et al., 2019, p.4). This allows researchers to directly
map dense, large-scale combinatorial problems containing thousands of variables without
the computational overhead or hardware loss associated with minor embedding.

Despite these practical research benefits, emulated annealers possess fundamental
disadvantages, primarily because they do not exhibit real quantum behavior. Instead of
genuine quantum tunneling, they rely on classical stochastic heuristics or deterministic
differential equations to mimic quantum barrier-crossing effects (Kirkpatrick et al., 1983).
Consequently, they may fail to capture the complex, multi-dimensional tunneling paths
available to a physical quantum state, meaning they can still get trapped in local minima
that a true quantum system would easily navigate. Furthermore, attempting to fully
simulate exact quantum mechanical state vectors on classical hardware encounters an
exponential “memory wall”. Because representing a true quantum superposition of
N qubits requires storing 2V complex amplitudes, classical memory limits are quickly
exhausted (Georgescu et al., 2014, p.2). This strictly limits exact quantum emulation
to very small systems and forces large-scale emulators to rely purely on classical

approximations of the Ising model rather than full quantum interference.

2.6.3 Hybrid Solutions

Despite the continuous advancements in pure quantum algorithms and hardware, current
quantum processing units (QPUs) often face strict limitations when dealing with
excessively complex or large-scale optimization problems. These hardware constraints
primarily manifest as limited qubit counts, restricted connectivity, and vulnerability to
noise (Tripathi et al., 2025, p.26). Because modern QPUs possess a sparse physical
topology, mapping a densely connected problem requires minor embedding, a process
that utilizes chains of multiple physical qubits to represent a single logical variable (Choi,
2011, p.2,3). This embedding overhead not only complicates the energy landscape but
also drastically reduces the machine’s effective capacity, limiting the raw scale of problems
that can be natively solved (Pelofske, 2025, p.4).

To overcome these physical barriers, quantum-classical hybridization has emerged
as a highly practical and scalable solution (Bass et al., 2021, p.1-2). Hybrid solvers
are computational systems designed to maximize the complementary strengths of both
classical and quantum resources. By integrating classical algorithms with quantum
computing, these solvers leverage classical preprocessing to simplify or break down massive
problem instances (Tripathi et al., 2025, p.26). Consequently, they can dispatch only the

most computationally intensive subproblems to the QPU, where quantum tunneling is
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utilized to efficiently explore complex regions of the solution space (Quinton et al., 2025,
p.5).

In the context of the D-Wave ecosystem, this hybrid optimization is primarily
managed through the Ocean software suite (D-Wave Systems Inc., 2023) and its Hybrid
Solver Service (HSS) (D-Wave Systems Inc., 2020, p.1). A foundational approach within
this suite is the Hybrid Workflow Solver, which processes problems across multiple
resolution flows or branches. This architecture typically involves three core components:
a Decomposer, which is an algorithm that breaks down the complete problem into smaller,
solvable subproblems based on specific rules; a SubSampler, consisting of resolution
algorithms (which can be either classical or quantum) designed to solve the generated
subproblems; and a Composer, an algorithm that dictates how to integrate the subproblem
results back into the complete collection of variables, often requiring a merging rule if
multiple branches are present (Booth et al., 2017, p.1).

This decomposer-sampler-composer workflow directly parallels the multilevel
scheme traditionally used for solving massive combinatorial problems, such as graph
partitioning (Karypis and Kumar, 1998a). Within a hybrid quantum-classical framework,
the classical machine acts as the Decomposer by executing the coarsening phase,
systematically reducing the graph’s degrees of freedom to approximate the original
problem on a smaller, manageable scale. Once the problem is sufficiently condensed,
the quantum machine steps in as the SubSampler to perform the initial partitioning. At
this stage, the QPU processes the highly concentrated, reduced-size matrices, successfully
bypassing the minor embedding bottlenecks of the original macroscopic graph and
leveraging quantum mechanics to find optimal configurations. Following this, the classical
machine takes over again as the Composer, handling the uncoarsening phase by projecting
the quantum-derived sub-solutions back onto the original problem space and performing
local refinements to construct the final global solution.

Ultimately, the primary motivation for adopting these hybrid solvers is scalability
(Quinton et al., 2025, p.5). By allowing classical computers to manage the bulk of
the problem’s structure and data, hybrid solvers elegantly bypass the strict topological
limitations of the QPU (Booth et al., 2017, p.8). This synergy enables the tackling
of larger and more intricate combinatorial problems than would be natively possible
on current standalone QPUs, particularly those involving strict operational constraints
(Bass et al., 2021, p.17). While quantum machines represent a promising frontier
for mathematical optimization, their current computational strength emerges most
prominently when synergistically integrated with classical computers through these hybrid

solver architectures.



o7

3 STATE OF THE ART

This chapter positions the thesis within the current research landscape of domain
decomposition, graph partitioning, sparse matrix reordering, and quantum optimization.
The goal is not to repeat the mathematical background from Chapter 2, but to identify
the most relevant state-of-the-art approaches, their limitations, and the gap addressed by

the proposed hybrid quantum-classical workflow.

3.1 Domain Decomposition and Sparse Solvers

Domain decomposition methods are among the most established strategies for solving
large systems arising from partial differential equations and finite element discretizations.
Their central idea is to split the physical or algebraic problem into smaller subproblems,
solve or precondition these subproblems locally, and exchange information through
interfaces. Classical references describe this family of methods as a bridge between
discretization, parallel computing, and iterative linear solvers (Smith et al., 1996, Toselli
and Widlund, 2005). In engineering applications, the appeal of this approach is direct:
large finite element models can exceed the memory and time limits of monolithic
solvers, whereas decomposed models can exploit locality, parallelism, and more compact
preconditioners.

The state of the art in domain decomposition is broad. Non-overlapping methods,
overlapping Schwarz methods, FETI-type formulations, and related preconditioners have
all been investigated for elliptic and structural problems (Champaney et al., 1997,
p.254), (Gropp and Keyes, 1989, Su and Fulton, 1993). These methods are mature and
mathematically well understood, but their effectiveness depends strongly on the quality
of the decomposition. If subdomains are poorly balanced, if interfaces are unnecessarily
large, or if the induced matrix ordering destroys locality, then the solver may suffer from
excessive communication, weak preconditioners, or high memory usage. Therefore, even
when the linear algebra method itself is classical, the partitioning and ordering steps
remain critical.

Sparse direct and preconditioned iterative solvers also motivate matrix reordering.
Incomplete factorizations, block preconditioners, and localized domain-decomposition
preconditioners are sensitive to the distribution of nonzero entries around the diagonal.
The classical theory of domain decomposition preconditioners shows that solver
performance is tied to both algebraic conditioning and the geometry of the subproblems
(Bramble, 1986, p.415, 428), (Toselli and Widlund, 2005) . Recent work on preconditioner-
oriented matrix reordering reinforces this point by connecting structural concentration,

incomplete factorization quality, and Krylov convergence. This thesis follows the same
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direction: it does not claim that a permutation alone changes the spectrum of the original
matrix, but investigates whether graph-based permutations can create structures that are

more favorable for building preconditioners.

3.2 Graph Partitioning for Domain Decomposition

Graph partitioning is the dominant abstraction used to transform a mesh, sparse matrix,
or finite element connectivity pattern into a decomposition problem. The matrix or mesh
is represented as a weighted graph, where vertices represent unknowns or mesh nodes
and edges represent coupling. A good partition should balance vertex weights while
minimizing edge cuts. This formulation aligns naturally with domain decomposition:
balanced parts avoid overloaded subdomains, while small cuts reduce interfaces and
potential communication.

The most influential classical solution family is multilevel graph partitioning. In
this approach, the graph is repeatedly coarsened, partitioned at a smaller scale, and then
uncoarsened with local refinement. METIS is one of the best-known implementations of
this paradigm and remains a standard baseline because of its robustness and speed on
large sparse graphs (Karypis and Kumar, 1995, 1998a,b). The broader survey literature
confirms that multilevel partitioning remains central for scientific computing, sparse
matrices, and parallel workloads (Bulug et al., 2013, p.2,15). More recent packages such
as KaHIP extend the design space with advanced local search and balance strategies
(Sanders and Schulz, nd, p.4), but the core multilevel idea remains the main reference
point.

Despite their maturity, classical partitioners have limitations that motivate
further investigation. They are heuristic methods, so they do not generally guarantee
global optimality. Their objective functions are also simplified proxies for downstream
solver performance: minimizing an edge cut does not automatically minimize matrix
bandwidth, improve incomplete factorization quality, or reduce Krylov iteration counts.
In addition, different graph weights, coarsening rules, balance tolerances, and refinement
objectives can lead to different matrix profiles. This creates a research opportunity for
alternative partitioning backends that operate inside the same multilevel framework and

can be compared under identical post-processing metrics.

3.3 Matrix Reordering and Preconditioning

Matrix reordering is a classical preprocessing step for sparse linear algebra. A symmetric
permutation A, = PAPT preserves the eigenvalues of A, but changes where nonzero
entries appear in the matrix. This distinction is essential. Reordering cannot directly

reduce the original condition number, but it can change the structural environment in
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which a preconditioner or factorization is built. Bandwidth, average distance from the
diagonal, and the fraction of nonzeros inside diagonal bands are therefore useful structural
indicators.

The state-of-the-art interpretation of such metrics is nuanced. A lower
maximum bandwidth can reduce the storage and operation count of banded or localized
factorizations. A higher local concentration of nonzeros can help incomplete factorizations
retain important entries while dropping remote or weak couplings. However, no
single metric fully predicts solver behavior. A permutation can reduce the maximum
bandwidth while increasing the average distance of nonzeros, or it can improve very
local concentration while worsening larger-band concentration. This is why modern
studies typically combine structural metrics with direct solver experiments when possible
(Kumlien, 2024).

The present thesis contributes to this area by evaluating matrix reordering as the
final output of a hybrid graph-partitioning pipeline. Instead of treating the partition only
as a domain-decomposition object, the work evaluates its induced permutation on both
stiffness and mass matrices. This is important for finite element workflows because the
same degree-of-freedom ordering is usually applied consistently to several system matrices.

The Results chapter therefore reports matrix-specific behavior for both K and M.

3.4 Quantum Optimization for Graph Partitioning

Quantum and quantum-inspired optimization have become active research directions for
combinatorial problems. Many graph partitioning objectives can be encoded as QUBO
or Ising models, which makes them compatible with quantum annealing, simulated
annealing, and variational gate-based algorithms (Farhi et al., 2014, p.14). Quantum
annealing was originally proposed as an optimization paradigm based on adiabatic
evolution and tunneling through energy barriers (Albash and Lidar, 2018, p.44). Hardware
systems such as D-Wave quantum annealers implement programmable Ising-like models
using superconducting qubits (Johnson et al., 2011) (King et al., 2022, p.2).

QAOA offers a different route. It is a hybrid variational algorithm in which
a parameterized quantum circuit alternates cost and mixer operations, while a classical
optimizer updates the circuit parameters (Farhi et al., 2014, p.14). For graph partitioning,
QAOA can use the same balanced-cut QUBO or Ising formulation as the annealing
approach. Its attraction is conceptual flexibility: the same cost Hamiltonian can be
evaluated by a simulator, a remote quantum processor, or future gate-based hardware
with improved scale and connectivity.

Current quantum optimization hardware remains constrained. Quantum
annealers have sparse hardware connectivity, finite precision, analog control errors, and
embedding overheads (D-Wave Systems Inc., 2024) (Pelofske, 2025, p.4). Dense QUBO
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models may require clique embeddings in which one logical variable consumes multiple
physical qubits. Gate-based QPUs face limited qubit counts, noise, queue times, and
sampling overhead. Emulated annealers and local QAOA simulations avoid hardware
noise and scheduling problems, but they do not provide evidence of quantum advantage
and can become expensive as the problem size increases (Aramon et al., 2019, p.1-2).
For these reasons, the state-of-the-art direction is not to send the original full-
scale finite element graph directly to a QPU. Instead, hybrid approaches combine classical
reduction with quantum or quantum-inspired solution of a smaller subproblem (Bass et al.,
2021, p. 8), (Quinton et al., 2025, p.5). This thesis follows that logic. Coarsening reduces
the graph to a hardware-feasible size, the quantum or classical backend solves the coarse
partitioning problem, and uncoarsening projects the result back to the original matrix

scale.

3.5 Platform Limitations and Research Gap

The D-Wave Ocean ecosystem and related hybrid services provide practical access to
quantum annealing and quantum-inspired solvers (D-Wave Systems Inc., 2020, p.1,2,6)
(D-Wave Systems Inc., 2023). These platforms make real hardware experimentation
possible, but they also expose the practical limitations of current quantum computing:
account-dependent solver availability, remote submission latency, queueing, embedding
limits, noisy objectives, and occasional scheduler-side failures. QLM-based execution
environments present similar issues for gate-based QAOA workflows, especially when
many remote objective evaluations are required during classical optimization.

The research gap addressed by this thesis lies at the intersection of these fields.
Classical multilevel partitioners are fast, robust, and difficult to outperform in general.
Quantum methods are promising but constrained by hardware scale and reliability. Sparse
solver performance depends not only on graph cuts, but also on the final matrix profile
seen by preconditioners. A serious evaluation therefore requires a complete pipeline
that connects graph construction, coarsening, backend partitioning, uncoarsening, matrix
permutation, and structural profiling.

This thesis contributes such an integration study. It compares METIS, hardware
quantum annealing, emulated quantum annealing, and emulated QAOA inside the same
multilevel domain-decomposition workflow. The emphasis is not on claiming quantum
advantage, but on establishing a reproducible environment in which quantum and
quantum-inspired partitioning methods can be tested under realistic finite element matrix

conditions and compared against a strong classical baseline.
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4 PIPELINE ARCHITECTURE

This chapter provides a comprehensive overview of the pipeline architecture. Here will be
depicted what are the possible outputs that the user can obtain while using the software,
what is necessary to use it and an overview of each module responsibility. The complete

pipeline, illustrating all modules integrated into the workflow, is depicted in Figure 9.

4.1 Domain decomposition pipeline

Figure 9: Domain decomposition architecture
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Source: Author

The first step of the pipeline is the conversion from stiffness (K') and mass (M) matrices to
the graph GG and it acts just as a one to one connection between the mesh and the graph.
Them, to start the multilevel partitioning scheme, the coarsening is applied at the graph
GG, reducing the number of nodes and edges of the graph and finishing with GG,. With the
coarsed graph Gy, II partitions will be created at the partitioning. Following with the
partitions II, the uncoarsening, as the last step of the multilevel scheme, will be performed
so the graph G can be expanded to its original number of nodes and edges, but this time
with the nodes partitioned into II sub-graphs. And as the final step, the partitioned
graph G with its original number of nodes and edges will them be used to permute
the lines of the initial K and M matrices, finishing with K’ and M’. For the multilevel
scheme (coarsening, partitioning, and uncoarsening), this work utilizes several different
algorithms, as shown in Figure 10. Because the main focus of this research is investigating
the partitioning step, the state-of-the-art algorithms were implemented for the coarsening
and uncoarsening phases but not so deeply investigated. For the partitioning step itself,
the user can choose from three different strategies in the simulation_parameters.json file

before starting the simulation, each of these strategies will be detailed later in Chapter 6.
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Figure 10: Multilevel Scheme Algorithms. Where HEM stands for Heavy Edge Matching
and QAOA for Quantum Approximation Optimization Algorithm
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Source: Author

4.2 Input Data and Initialization

Before the modules can operate, the pipeline requires specific entry data and configuration.
The inputs for this initial step are the stiffness K and the mass M matrices and the
configuration files. The matrices are the result from FEM and their construction do not
belong to the scope of this work. At the pipeline developed at this thesis, they are inserted
as a .mitz file and will be used as input to be mapped into a graph. And the configuration

files are inserted in a format called .json.

Parameters and Configuration files To start the domain decomposition
pipeline, it is necessary to insert the simulation configuration and parameters at
simulation_config.json and simulation_parameters.json respectively. The configuration
json file will have the main setup variables for the simulation such as the parameters file
path, the matrices file path and what are the output files desired to be saved throughout
the pipeline.

The parameter json file will then be responsible to store all the parameters
necessary to run the multilevel scheme. The general parameters of the simulation
are described at the table 2. And the available steps of the pipeline are coarsening,
partitioning and uncoarsening and their specific parameters will be later depicted at

chapters 5, 6 and 7 respectively.
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Table 2: General simulation parameters

Description Default Value

dof_per_node 3
Integer defining the degrees of freedom per node, 3 for 3 dimensions
problems.

seed 42
Integer setting the random seed for reproducibility.

Source: Author

4.3 Output Data

At the configuration json file, it is possible to insert what are the files desired to be saved
throughout the pipeline is been completed. These files are the results of each of the

modules and the possibilities are described in table 3

Table 3: Output data

Description

coarsened_graph

Final coarse graph exported as a Matrix Market file.

permutation

Permutation of the matrices.

run_metrics
Matrix profiling metrics, including bandwidth, Avg. Bandwidth, and diagonal-band

concentration values.

run_simulation_parameters

File storing the simulation parameters for that run

matrix_k_permuted

Stiffness K matrix permuted with the permutation resulted from the multilevel scheme.

matrix_m_permuted

Mass M matrix permuted with the permutation resulted from the multilevel scheme.

Source: Author
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5 COARSENING

At this chapter will be discussed the implementation of the graph coarsening at section
5.1 and the parameters at section 5.2. The first step of the multilevel partitioning scheme
is the coarsening. This step is responsible to reduce the dimension of the graph using
matching strategies such as Heavy Edge Matching (HEM). At this step the initial graph
will have the number of nodes and edges reduced in order to facilitate the partitioning
step. At the figure 11 states an example of how the coarsening HEM algortihm matches

the nodes iteratively until a desired number k& of nodes.

Figure 11: Example of graph coarsening
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Source: Author (2026)

At this work, the coarsening algorithm used is the HEM, this is the coarsening
state of the art algorithm used by libraries such as METIS. This algorithm starts with a
graph G(V, E) and matches the nodes and edges so at the end the number of vertices v

is equal to a parameter v’ inserted by the user.

5.1 Coarsening process

As seen in 2.4.2, the finest graph G, for the coarsening process is built from a matrix.
From Gj, an algorithm based on HEM is used to build clusters over the nodes in
G; = (V(G,), E(G;)) and build a coarser graph Gii1 = (V(Git1), E(Git1)). At
this work, where implemented four strategies for the HEM algorithm, random, sorted,
modified and light. The desired strategy to be used is inserted as a parameter in the

simulation_parameters.json file at the coarsening step.

5.1.1 Random Heavy Edge Matching

The first implemented strategy is the random and it is the foundational concept of
the HEM algorithm. The default behavior of this strategy is to iteratively pair up

connected nodes that share the heaviest edge weight. In its most basic form, the
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algorithm, as described in algorithm 1, randomly selects an unmatched node, searches
for an available unmatched neighbor connected by the maximum edge weight, and groups
them together into a single cluster. This process repeats until no further matches can be
made. By prioritizing the merging of tightly coupled nodes, HEM effectively reduces the
graph’s degrees of freedom while preserving the most significant structural and numerical

relationships of the original matrix.

Algorithm 1 Random Heavy-Edge Matching
Input: Graph G = (V, E)
Output: Set of coarse clusters C' for the next graph
C—g

Mark all nodes in V' as unmatched

while there are unmatched nodes in V do
Pick a random wunmatched node u e V'
Find an unmatched neighbor v such that w(u,v) is maximum
if such v exists then
C — Cu{{u,v}}
Mark u and v as matched
else
C—Cu {{u}}
Mark u as matched
end if
end while

return C

However, a strictly random HEM approach can occasionally leave nodes isolated
if all of their neighbors are matched before they are selected. This isolation forces single-
node clusters to propagate through the levels, ultimately resulting in an unbalanced cluster

tree as seen in figure 12.

5.1.2 Sorted Heavy Edge Matching

To counteract this, modified versions of the algortihm were employed at this thesis. The
first modified version is the sorted, described in algorithm 2. This version addresses the
isolation problem by pre-sorting the nodes before attempting to find matches. Known as
Sorted Heavy-Edge Matching (SHEM), this strategy computes the weighted degree for
every node in the graph, which is the sum of the weights of all its incident edges. The
nodes are then sorted in descending order based on this metric. By iterating through
this sorted list, the algorithm ensures that the most highly connected and structurally

critical nodes, the "hubs” of the graph, are given priority to find a match. This systematic
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Figure 12: Hierarchical tree structure of the sets
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Source: Author (2026)

{4}

approach significantly reduces the likelihood of dense nodes being left isolated, leading to

a much more balanced cluster tree.

5.1.3 Modified Heavy Edge Matching

The third implemented strategy is the modified Heavy Edge Matching (MHEM). While
the previous strategies focus entirely on edge weights, MHEM introduces the concept
of node weights into the heuristic. During the coarsening process, every time two nodes
merge, their weights are summed to form the weight of the new supernode. If the algorithm
blindly merges nodes connected by heavy edges, it can inadvertently create massively
overweight supernodes, causing severe imbalances that the partitioning step will struggle
to resolve. To prevent this, MHEM visits nodes in a random order but evaluates potential
partners using a normalized scoring function. It divides the edge weight by the geometric
mean of the two node weights. This mathematically penalizes the merging of already

heavy nodes, actively favoring the grouping of nodes with similar, smaller weights.
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Algorithm 2 Sorted Heavy-Edge Matching

Input: Graph G = (V, F), edge weights w(e)
Output: Set of coarse clusters C' for the next graph
C—g

Compute weighted degree d(u) = Z w(u,v) for all u e V
veEN (u)
Sort nodes V' in descending order of d(u)

Mark all nodes in V' as unmatched
for each node u in sorted V do
if u is unmatched then
Find an unmatched neighbor v such that w(u,v) is maximum
if such v exists then
C —Cu{{u,v}}
Mark u and v as matched
else
C—Cu{{u}}
Mark u as matched
end if
end if
end for

return C

Algorithm 3 Modified Heavy-Edge Matching

Input: Graph G = (V, F), edge weights w(e), node weights vw(x)
Output: Set of coarse clusters C' for the next graph

C—J

Mark all nodes in V' as unmatched

while there are unmatched nodes in V' do

Pick a random unmatched node u eV

Find an unmatched neighbor v that maximizes the score: S =

if such v exists then
C —Cu{{u,v}}
Mark u and v as matched
else
C—Cu {{u}}
Mark u as matched
end if
end while

return C
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5.1.4 Light Heavy Edge Matching

The final strategy implemented is the light strategy, or Light-Edge Matching. This
approach inverses the greedy logic of standard HEM. Instead of grouping nodes connected
by the heaviest edges, it intentionally pairs nodes connected by the lightest edges. The
algorithm visits nodes randomly and selects the unmatched neighbor that minimizes the
edge weight. While this might seem counterintuitive for minimizing the edge-cut in dense
graphs, it proves highly useful for specific topologies, such as very sparse graphs, where
forcing the contraction of weak connections can preserve the dominant structural edges

for the later refinement phases.

Algorithm 4 Light-Edge Matching
Input: Graph G = (V, F), edge weights w(e)
Output: Set of coarse clusters C' for the next graph
C—yg

Mark all nodes in V' as unmatched

while there are unmatched nodes in V' do
Pick a random unmatched node u e V'
Find an unmatched neighbor v such that w(u,v) is minimum
if such v exists then
C — Cu {{u,v}}
Mark u and v as matched
else
C —Cu {{u}}
Mark u as matched
end if
end while

return C

Beyond the core matching logic, the implemented coarsening process applies
universal constraints to ensure the tractability of the resulting hierarchy. Across all
strategies, a strict max_node_weight constraint is enforced. If merging a candidate node v
with node u exceeds this threshold, the candidate is discarded. Furthermore, to mimic the

state-of-the-art behavior seen in classical tools like METIS, the coarsening chain evaluates
V(Git1)|
, _ , V(Gy)

specified threshold, typically 0.85, or if the total number of nodes drops below a defined

the structural reduction after every level. If the reduction ratio exceeds a

coarsen_limit, the process halts. This prevents the generation of excessive, inefficient

layers where the graph fails to shrink meaningfully.
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5.2 Coarsening Parameters

The coarsening step has parameters that can vary according to the use case and the

desired result of the user. Parameters for the simulation are describe in table 4.

Table 4: Coarsening Parameters

Description Default Value

coarsen_inferior_limit -
Integer defining the threshold to stop coarsening when the graph has

more than or equal to this many nodes.

trial seed 42
Seed for repeatability.

coarsen_superior_limit -
Integer defining the threshold to stop coarsening when the graph has

fewer than or equal to this many nodes.

max_levels -

Integer specifying the maximum number of coarsening levels.

weight "weight”

String indicating the edge weight attribute to use for coarsening.

strategy "sorted”

String defining the coarsening strategy.

coarsen_ratio -
Floating-point number to stop the process if the reduction ratio

exceeds this value.

Source: Author (2026)
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6 PARTITIONING

At this chapter will be discussed how the partitioning step were implemented. This
step happens after the coarsening and is the central and the only stage of the pipeline
that quantum algorithms are utilized. This step will partition the coarse graph G; =
(V(G;), E(G;)) into k sub-graphs. Starting from the graph G, it is utilized the k-way
partitioning in order to apply recursive bisections, as in figure 13, n times to reach the

desired number k& of sub-graphs.

Figure 13: Recursive k-way bisection
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Source: Author (2026)

6.1 Partitioning Process

The overall goal of the partitioning stage is to assign each graph node u € V' to a part
label 7(u) € {0, ...,k —1} such that the edge cut is small and the parts are balanced with
respect to node weights at this thesis stored as vweight. In the multilevel pipeline, the
recursive k-way bisection strategy is a consecutive bipartition of the graph as shown in
figure 14 and is performed on a coarsened graph and then projected back to the fine level

by uncoarsening.
Figure 14: Single bisection of coarsed graph Gs.
Coarse Graph G, Bisected Coarse Graph G,

3 bisection 3

Source: Author (2026)

At this work were implemented three different strategies for the partitioning step,

see figure 15.
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Figure 15: Partitioning Strategies. Where HEM Alg. stands for Heavy Edge Matching
Algortihm, SB Alg. for Spectral Bissection Algorithm, RKL Alg. for Recursive
Kernighan-Lin Algorithm, QUBO for Quadratic Unconstrained Binary Optimization and
QPU for Quantum Processing Unit
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6.1.1 METIS Partitioning

At this work pipeline, METIS is called through the pymetis wrapper using adjacency lists.
Even though the wrapper hides the internals, METIS still executes the full multilevel logic

internally, coarsen — initial partition — refine, for the graph it receives.

Algorithm 5 METIS Multilevel k-way Partitioning
Input: Graph G = (V| F), desired parts k
Output: Partition labels 7 : V — {0,..., k — 1}

Build a coarsening hierarchy Gy — G; — --- — (1 by matching nodes

Compute an initial partition 7 on the coarsest graph G,
for / = L — 1 down to 0 do

Project m;41 to Gy obtaining

Refine 7, locally to decrease cut while maintaining balance
end for

return m
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6.1.2 Quantum Annealing

The QA-based method in this work performs recursive bisection using a balanced-cut
QUBO formulation on subgraphs of the coarsest graph. For a subgraph H = (Vy, Ey),
define a binary assignment z, € {0, 1} indicating which side of the cut a node belongs to.

A standard quadratic formulation used here is:

2
min  cut(z) + A ( Z Culoy — T) :

2€{0,1}1VH| weVy

where cut(x) penalizes edges crossing the bipartition weighted by weight, ¢, is a node
weight, T' is the target weight for one side and A controls the strength of the balance
penalty. This objective is assembled into a QUBO matrix () such that

1<y

The implementation supports two execution modes for this QUBO. When
simulated=true, the code uses dwave-neal’s SimulatedAnnealingSampler to draw
num reads samples from the QUBO and selects the lowest-energy sample. When
simulated=false, the same QUBO is submitted through the D-Wave Ocean stack
to the configured quantum annealing processor. In that mode, the user may
specify qpu_solver name, qpu_region, and gpu problem label. Before submission, the
implementation checks whether the dense balanced-cut QUBO can be embedded in the
selected hardware capacity.

Image 16 shows how is the Dwave-leap platform for visualize the job submissions
and manage the access tokens usage. It is possible to access important information such
as total time used, number of submitted problems, estimations of the number of still
available problems and so on. It is also possible to visualize all the jobs submitted and

what are their current status of execution.
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Figure 16: Dwave-Leap Platform
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To obtain k£ > 2 parts, the method repeatedly selects the currently heaviest block
by vweight and bisects it again, until £ blocks are created. Balance tolerance is used to
slightly perturb the target T per split within the tolerance band to diversify solutions.
The full recursive procedure is run qa_num_starts times with different seeds. The best
run is chosen via score = cut(m) + A - violation(w), where A is ga_select_balance_lambda

and violation(7) measures how much part weights deviate from the allowed balance band.

Algorithm 6 Recursive Quantum Annealing Partitioning

Input: Coarse graph G, parts k, penalty A, tolerance 7
Output: Partition labels 7
for s =1 to qa_num starts do
Initialize blocks B < {V(G,.)}
while |B| < k do
Pick the heaviest block B € B
Let H < G.[B] be the induced subgraph

Set target T «— % 2 ¢, and perturb 7" within +7
ueH

Build QUBO @ for cut(z) + )\(Z cuty — T)?
Sample x from @ using SA with num_reads; take best-energy sample
Split B into By = {u: x, = 0} and By = {u : x, = 1}; update B

end while

Convert blocks in B to label map

Compute score(rms) = cut(ms) + A - violation(ms)

end for

return the 7, with minimal score
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6.1.3 Quantum Approximation Optimization Algorithm

The QAOA-based method follows the same outer recursive bisection structure as the
QA approach, but replaces the annealing QUBO solver by a small QAOA solve on each
bisection subproblem. The same balanced-cut QUBO is built first. It is then transformed

into an Ising Hamiltonian, up to a constant, using z; = (1 — z;)/2 with z; € {+1, -1}

E(z) = Z h;zi + Z Jijzizj + const.

1<j

This yields a cost Hamiltonian Hs composed of Pauli-Z and ZZ terms. The mixer

Hamiltonian is chosen as Hy; = Z X;. A p-layer QAOA circuit alternates cost and mixer

layers (an example of this quantum circuit can be seen in figure 8)

p
U(% 5) - H e~ WPeHm p—iveHe

{=1

Two execution modes are implemented. When simulated=true, the parameters (v, 3) are
optimized locally with Adam on a PennyLane statevector simulator using the configured
learning rate. After optimization, the circuit is sampled for num shots shots, and the
best sampled bitstring, lowest QUBO energy, is taken as the bisection result. When
simulated=false, the QAOA circuit is built through the QLM/myQLM stack and
submitted to the remote QPU named by glm gpu name. In that case, the classical
optimizer performs remote objective evaluations and a final sampling job on the QLM
backend.

Because local QAOA simulation grows exponentially with the number of qubits
and current remote QPUs have strict qubit limits, QAOA requires aggressive coarsening.
If a bisection subproblem exceeds the available local or remote capacity, the method aborts

and the user must coarsen more or choose another strategy.
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Algorithm 7 Recursive QAOA Partitioning
Input: Coarse graph G, parts k, QAOA depth p
Output: Partition labels 7

for s = 1 to qa_num starts do
Initialize blocks B — {V(G,)}
while |B| < k do
Pick the heaviest block B € B
Let H — G.|B]
Build balanced-cut QUBO and map to Ising (h, J) defining He
Prepare |[+)®" and run p-layer QAOA with parameters (v, 3)
Optimize (v, §) for qaoa_steps with learning rate qaoa_1r
Sample qaoa_shots bitstrings; select best by QUBO energy
Split B according to the best bitstring; update B
end while
Convert blocks to label map m, and score it using cut + balance violation penalty
end for

return the 7, with minimal score

6.2 Partitioning Parameters

Due to the different available strategies for the partition, this stage has different sets of
parameters for each possible used strategy. Firstly, there are the common parameters
that all the strategies uses, they are called partitioning parameters.common and has
the structure as in the table 5. Additionally to the common parameters, the parameters
necessary for running the recursive quantum annealing and recursive qaoa strategies are

described in tables 6 and 7 respectively.

Table 5: Common partitioning parameters.

Description Default Value

k_target 2

Integer indicating the desired number of partitions.

balance_tolerance 0.1

Allowed imbalance between partition weights.
Source: Author (2026)
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Table 6: Parameters specific to the recursive Quantum Annealing strategy.

Description Default Value

qubo_balance_lambda 0.1
Balance constraint penalty weight A in the bipartition QUBO.

num_reads 5

Number of samples drawn by the simulated annealer per bipartition
QUBO solve.

num _starts 5

Number of full recursive runs.

balance_violation_lambda 0.1

Penalty multiplier A for balance violation during best-of selection.

simulated true
If true, solve the QUBO with local simulated annealing; if false,
submit it to the configured D-Wave QPU.

qpu_solver_name —

Optional D-Wave solver name used for hardware execution.

qpu_region —

Optional D-Wave Leap region used for hardware execution.

qpu_problem _label —
Optional label attached to submitted D-Wave QPU problems.

Source: Author (2026)
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Table 7: Parameters specific to the recursive QAOA strategy.

Description Default Value

qubo_balance_lambda 0.1
Balance constraint penalty weight A in the bipartition QUBO.

num_starts 12

Number of full recursive runs.

balance_violation_lambda 0.1

Penalty multiplier A for balance violation during best-of selection.

circuit_depth 12
QAOA circuit depth.

num_steps 12
Number of local Adam steps or remote objective-evaluation iterations
for the QAOA parameters.

adam_learning _rate 0.1

Learning rate for the local Adam optimizer when simulated=true.

num_shots 5
Number of measurement shots for sampling bitstrings after

optimization.

simulated true
If true, execute QAOA locally with PennyLane; if false, submit
QAOA circuits to the configured QLM backend.

qlm_gpu_name -
QLM QPU name used when simulated=false.

Source: Author (2026)

6.3 Running the Hardware Backends

The software developed for this thesis can execute the same multilevel pipeline with local
emulation or with remote quantum hardware, depending on the partitioning configuration.
The single-run and batch entry points are shown in Listing 6.1. A detailed operational
guide, including environment setup and backend inspection commands, is maintained
in the thesis repository under src/libs/multilevel_scheme/partitioning/qa/README.md.
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The concrete backend parameters used in the experimental campaign are summarized
later in Table 13.

Listing 6.1: Single-run and batch commands used by the thesis software.

# Run one simulation.
./scripts/run demonstrators/demonstrator_01

# Prepare and run the default batch study in the foreground.

./scripts/run_batch

For D-Wave quantum annealing, the important configuration switch is
simulated=false inside partitioning parameters.strategies.quantum_annealing.
Listing 6.2 gives the minimal structure used by the runtime. Authentication credentials
and account-specific Leap configuration are not stored in the thesis files; they are handled

by the local D-Wave Ocean setup.

Listing 6.2: Example of configuration pattern for running recursive quantum annealing

on D-Wave hardware.

"partitioning_parameters": {
"partitioning_strategy": "quantum_annealing",
"common": {
"k_target": 4,
"balance_tolerance": 2.0
1,
"strategies": {
"quantum_annealing": {
"qubo_balance_lambda": 2,
"num_starts": 4,
"num_reads": 100,
"balance_violation_lambda": 5.0,
"simulated": false,
"gpu_region": "eu-central-1",
"gpu_solver_name": "Advantage2_system2.1",
"gpu_problem_label": "DD_ansys_vO_without_base"

For QAOA on a QLM backend, the partitioning strategy is changed to
quantum approximation optimizer and simulated=false. Listing 6.3 shows the
corresponding configuration pattern. In contrast to the local PennyLane mode, the
learning rate is not the central control parameter for QLM hardware execution; the
relevant values are the circuit depth, number of optimizer iterations, number of shots,
and the QLM QPU name.
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Listing 6.3: Example of configuration pattern for running recursive QAOA on a QLM
backend.

"partitioning_parameters": {
"partitioning_strategy": "quantum_approximation_optimizer",

"common": {
"k_target": 4,
"balance_tolerance": 2.0
},
"strategies": {
"quantum_approximation_optimizer": {
"qubo_balance_lambda": 2,
"num_starts": 1,
"num_steps": 1,
"num_shots": 8,
"balance_violation_lambda": 5.0,
"circuit_depth": 1,
"simulated": false,

"qlm_qgpu_name": "qat.qpus:Jiqcer5QPU"

The QLM path may also be controlled through environment variables such
as HDD_QLM_JOB_TIMEQUT_SECONDS and HDD_QLM_STATUS_POLL_INTERVAL_SECONDS. These
options are useful because remote QAOA execution submits many objective-evaluation
and sampling jobs. The batch runner therefore treats remote QLM cases asynchronously

so that long hardware submissions do not block all other completed cases.
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7 UNCOARSENING

This chapter describes the uncoarsening phase of the multilevel graph partitioning
pipeline. Here will be depicted the procedure, what is necessary to run this stage and

what are the possible outputs.

7.1 Uncoarsening Process

After coarsening and partitioning, its obtained a partition assignment on the coarsest
graph Gj. Uncoarsening lifts this partition back through the intermediate graphs until
it reaches the original graph G, while applying local refinement at each level to improve
the objective, meaning the edge cut and, when requested, the balance.

Figure 17 illustrates the key idea. A partition computed on a very small coarse
graph, for example G, is projected back to a less coarse graph Gy, and then projected
again to the original graph GGy. During each projection step, the part labels are preserved,
so when a coarse node expands into multiple fine nodes, all those fine nodes inherit
the same part label. This is exactly why, in the figure, the clusters Cy, C1, Cs remain
recognizable while the graph gains nodes and edges. After this projection, the algorithm
refines the assignment locally, so that the partition on the finer graph becomes better

with respect to the chosen objective while still remaining feasible in terms of balance.

Figure 17: Example of graph uncoarsening with preserved partitions
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Source: Author (2026)

In the Python implementation, the uncoarsening logic is implemented mainly
through the function uncoarsen_and refine. It receives the chain of graphs
{Go, G4, ..., Gy} from fine to coarse, the corresponding mapping dictionaries that describe
how each node of G, was contracted into a node of Gy, and a partition map defined
on the coarsest graph. The function then walks backwards through the levels, from the
coarsest representation back toward the original graph. At each level ¢, it constructs
a partition on the current fine graph G, by assigning each fine node u the label of its

coarse representative, using the stored contraction map. In mathematical form this is the
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projection ITp(u) « Isp1(My(u)), and it corresponds to the uncoarsening arrows shown
in Figure 17, where the partitioned coarse clusters expand into their finer constituents.

Once the partition has been projected to GGy, the code immediately refines it using
refine_kway_boundary_moves.

The refinement procedure begins by computing the current total weight of each
partition, using the node attribute vweight by default. From the total weight it defines
an ideal target weight per partition, then it derives lower and upper bounds based on
balance tolerance. These bounds are treated as hard feasibility constraints, so a move
that would push a partition below the lower bound or above the upper bound is rejected.

After the balance bounds are defined, the algorithm identifies boundary nodes,
meaning nodes that have at least one neighbor in a different partition. Only boundary
nodes are considered, because moving an interior node cannot reduce the cut locally
without crossing a boundary. The boundary nodes are shuffled using a seeded random
number generator, then the algorithm iterates through them. For each boundary node u,
the algorithm looks at which partitions appear in its neighborhood. For each candidate
partition b different from the current partition a, the algorithm computes how strongly u
is connected to b compared to a, using the sum of edge weights from wu into each partition.
This quantity represents the cut gain, and it indicates whether moving v would reduce
the cut. If the refinement objective is cut, the algorithm only accepts moves that strictly
reduce the cut, so it behaves as a strict cut minimizer. If the refinement objective is
cut_balance, the algorithm uses a combined score, it still prefers cut improvements, but
it also subtracts a balance penalty term scaled by refine balance lambda. The balance
penalty is computed as a change in squared deviations of the touched partitions from the
ideal target weight, so the refinement encourages partitions that are both low cut and
well balanced.

This process is repeated for multiple passes, up to
refine max passes per_level. The refinement stops early if a pass makes no
moves, which indicates a local optimum for the chosen objective under the given balance
constraint, and it can also stop within a pass if refine max moves_per_pass is set and
the move cap is reached. The result of the pass becomes the partition for the current
level, then uncoarsening continues to the next finer graph, until the algorithm finally

returns a partition defined on Gj.
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Algorithm 8 Uncoarsen and refine

Input: Graph levels Gy, ..., G, maps My, ..., My_q, coarse partition I
Output: Partition Iy on Gy
IT < TII,
for / =k — 1 down to 0 do
for each node u € V(G,) do
¢ — My(u)
I (u) < I(c)
end for
IT — REFINEBOUNDARYMOVES(GYy, I, k, tolerance, A, limits)

end forreturn II

Algorithm 9 Greedy boundary refinement

Input: Graph G, partition II, number of parts k
Output: Refined partition II
Compute part weights and target bounds from balance_tolerance
for pass = 1 to refine max passes_per_level do
Build boundary node list, shuffle it with RNG
moved «— 0
for each boundary node u do
Consider neighbor parts b # I1(u)
Reject b if hard balance bounds would be violated
Compute cut gain and balance penalty change
Select best improving move, apply it, update weights
moved < moved +1
if refine max moves_per_pass is set and reached then
break
end if
end for
if moved = 0 then
break
end if

end forreturn II

7.2 Uncoarsening parameters

The uncoarsening and refinement parameters are provided under

uncoarsening parameters in the simulation parameters file. The refinement routine is
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always the boundary move heuristic described above, so there is no active refine_method

switch in the implementation.

Table 8: Uncoarsening and refinement parameters.

Description Default Value

refine_objective "cut"

Refinement objective.

refine_balance_lambda 1.0

Balance penalty weight .

refine_max_passes_per_level 5

Maximum refinement passes per uncoarsening level.

refine_max_moves_per_pass None

Maximum accepted moves per pass.

validate_node_weights None

Parsed configuration flag.

Source: Author (2026)
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8 PERMUTATION AND PROFILING

This chapter describes the final matrix-processing stage of the proposed workflow. After
the graph partition has been computed on the coarse graph and projected back to the
original scale, the partition labels are converted into a permutation of the degrees of
freedom. This permutation is applied to the stiffness matrix K and to the mass matrix
M , producing reordered matrices that preserve the physical system but expose a different
sparsity layout. Section 8.1 defines this operation, while Section 8.2 defines the structural
metrics used to evaluate the resulting matrices.

The purpose of this chapter is to connect the graph-partitioning result to the
solver objective discussed in Section 2.2.3.2. Matrix permutation is not a solver by itself,
and it does not change the eigenvalues of the original operator. Its role is to reorganize
the matrix so that later preconditioners can exploit locality, smaller effective bands, and

clearer block structure.

8.1 Matrix Permutation

After the graph G has been uncoarsened back to its original size, it is necessary to
apply matrix permutation to the original K and M matrices. The final partition assigns
each node to one of the target subdomains. The implementation then orders nodes by
partition label and expands this node ordering to all degrees of freedom. For a matrix A,

the resulting symmetric permutation is

A, = PAPT, (8.1)

where P is the permutation matrix and A, is the reordered matrix. Since
PT = P~ this transformation is a similarity transformation. Therefore, A and A,
have the same eigenvalues, and the original condition number is preserved. The benefit
is structural: the nonzero entries are moved to different row and column positions,
ideally creating tighter blocks or stronger diagonal concentration that can later help the
construction and application of preconditioners.

Following the permutation, the new structural characteristics of the matrices
must be evaluated. This analytical process is referred to in this thesis as matrix profiling.
The profiling stage does not compute the true runtime of a solver. Instead, it computes
structural indicators that are known to affect the cost and effectiveness of many direct

and preconditioned iterative methods.
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Figure 18: Visual representation of matrix permutation
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Source: Author (2026).

8.2 Matrix Profiling

For each nonzero entry a;; # 0, the distance from the diagonal is d;; = |i — j|., the

maximum bandwidth is then

B(A) = max|i - jl, (8.2)

and the Avg. Bandwidth metric is

B) = s 3 li— il (8.3)

a;; #0
To capture local concentration around the diagonal, the implementation also counts the

number of entries within a fixed band b:

Np(A) = [{(3,5) aiz #0 A |i —j] < b}, (8.4)
and its normalized fraction

Ny(A)
nnz(A)

Within the software framework developed for this thesis, these metrics are computed for

Fy(A) =

(8.5)

the original and permuted versions of both K and M. The implementation can evaluate
fixed bands, such as b = 200, and percentage-defined bands, where b is computed from the
matrix dimension. The Results chapter reports percentage-defined bands at 0.1%, 0.4%,

0.7%, and 1% so that matrices of different sizes can be compared consistently.
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Table 9: Matrix profiling metrics computed for original and permuted matrices.

Description Default Value

n _

Matrix dimension n.

nnz -

Number of non-zero entries.

bandwidth -

Maximum distance of a non-zero entry from the diagonal.

avg_bandwidth -

Mean distance of non-zeros from the diagonal.

nnz_within -

Count of non-zeros within the selected fixed or percentage-defined
band.

frac_within -

Fraction of non-zeros within the selected fixed or percentage-defined
band.

Source: Author (2026)

The link between these structural metrics and solver cost must be interpreted
carefully. A lower maximum bandwidth can reduce the effective band size used by banded
or localized factorizations, which is relevant to the complexity model in Equation 2.21.
A higher value of Fy(A) indicates that more matrix entries are concentrated near the
diagonal, which can make block or domain-decomposition preconditioners more local.
However, because Equation 8.1 is spectrum preserving, the permutation alone does not
reduce the original condition number x(A).

The practical target is instead the condition number of the preconditioned
operator. As previously detailed in Section 2.2.3.2, the number of Krylov iterations
depends on the effective condition number of the preconditioned system, as expressed
in Equation 2.24. The role of the permutation is therefore to create a sparsity pattern
from which a stronger or cheaper preconditioner can be built. The final results obtained
from the simulations are presented in Chapter 9, where these metrics are evaluated for

both demonstrators.



87

9 RESULTS

This chapter presents the experimental results obtained with the hybrid multilevel pipeline
introduced in Chapter 4 and detailed in Chapters 5, 6, 7, and 8. The objective is to verify
that the complete workflow produces valid permutations for the stiffness matrix K and
the mass matrix M, and to evaluate whether the resulting matrix structures are more

favorable for preconditioned linear solvers.

9.1 Metrics

The interpretation of the results follows the structural metrics defined in Chapter 8. The
main quantities are the maximum bandwidth, average bandwidth, the fraction of nonzero
entries located inside percentage-defined bands around the diagonal and the number of
iterations on the worst case scenario. For a matrix A € R"*" and a percentage value p,

the band radius and reported locality fraction are

{(5,5) s ai; # 0 ~ i = 5] < b (A)}

by(A) = [ﬁn] . frac,y(A) = a4 . (9.1)

The tables report p € {0.1,0.4,0.7,1.0}. These percentages make the metrics
comparable across matrices of different sizes, while still measuring concentration near the
diagonal.

The solver relevance of these metrics follows from the discussion in Section 2.2.3.2.

A symmetric permutation can be written as

A, = PAPT, (9.2)

where P is a permutation matrix. Since P is orthogonal, this transformation
preserves the spectrum of the original matrix and therefore does not directly change x(A).
The expected benefit is instead indirect: a reordered matrix with a more localized sparsity
pattern can make incomplete, block, domain-decomposition, or banded preconditioners
cheaper and more effective. In the terminology of Section 2.2.3.2, the purpose of the
permutation is to improve the quality and cost of the preconditioning operator so that the
effective condition number (M~ A) becomes more favorable. This relation is connected
to Equation 2.24. In addition, when a banded or localized factorization is used, the
factorization complexity discussed in Equation 2.21 depends strongly on the effective
bandwidth parameter p.

To keep the chapter compact, the colored matrix figures focus on the stiffness

matrix K, from which the graph partition is computed. The tables still report both K
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and M and compare all completed method families requested for the thesis: METIS,

hardware quantum annealing, emulated quantum annealing, and emulated QAOA.

9.2 Demonstrators

The results focus on two ANSYS-derived geometries, image 19 used throughout the
implementation and batch study. Demonstrator 01 corresponds to the blade configuration
without base support, while Demonstrator 02 corresponds to the same blade model with a
5 mm base. This pair is useful because it preserves the same general physical context while
changing the graph topology enough to alter the behavior of the multilevel partitioning

workflow.

Figure 19: Demonstrator 01 on the left, and demonstrator 02 on the right
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Source: Author (2026)
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Table 10: Overview of the demonstrators

Demonstrator Graph Nodes Graph Edges Matrix Size n

Demonstrator 01: blade model 104145 1153409 312435

without base support

Demonstrator 02: blade model 91080 2195175 273240

with 5 mm base

Source: Author (2026)

Table 10 indicates that the two demonstrators should not be expected to behave
identically under permutation. Demonstrator 02 has fewer graph nodes, but substantially
denser graph connectivity. This distinction is important because a denser graph can make
it more difficult to reduce the maximum bandwidth, even when the reordered matrix

becomes more locally concentrated around the diagonal.

9.3 Experimental Setup

All analyzed runs follow the workflow described in Chapter 4. The stiffness and mass
matrices are loaded, the graph is constructed from the stiffness matrix, the graph is
coarsened with modified heavy-edge matching, and the partitioning backend solves the
coarse partitioning problem. The resulting partition is projected back through the
hierarchy and refined by local boundary updates. Finally, the recovered partition ordering
is applied to both K and M, and the quality of the reordered matrices is quantified using
the profiling metrics from Chapter 8. Table 11 lists the shared numerical parameters
that were kept fixed so that differences between rows can be attributed primarily to the

selected backend and coarse-size preset.
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Table 11: Common simulation parameters used across the analyzed batch cases
Description Value
Degrees of freedom per node 3
Random seed 42
Target number of partitions k 4
Balance tolerance 2.0

Coarsening strategy

Modified heavy-edge matching

Coarsening ratio 0.99
Maximum coarsening levels 30
Edge attribute used during coarsening weight
Refinement objective cut_balance
Maximum refinement passes per level 50
Maximum refinement moves per pass 5000

Source: Author (2026)

The batch campaign compares the classical METIS baseline, quantum annealing
on hardware, simulated quantum annealing, and emulated QAOA. To test how hierarchy
depth affects the final permutation, three coarsening-scale presets were considered
whenever the backend allowed them: big with coarse-size limits (1500,2500), medium
with limits (100, 175), and small with limits (4,5). As discussed in Chapter 5, smaller
coarsening limits usually imply a deeper hierarchy and a more aggressively reduced coarse
problem. Chapter 6 also shows that each backend constrains the feasible coarse size, which
is why not every backend was evaluated on every preset.

Table 12 shows the complete batch design used for both demonstrator geometries.
METIS was evaluated on all three presets because it is the classical reference method and
can handle the largest coarse graphs directly. Hardware quantum annealing was restricted
to the medium and small presets because the dense balanced-cut QUBO must satisfy D-
Wave embedding and runtime constraints. Emulated quantum annealing was run on the
full preset range because it is not limited by QPU embedding. QAOA hardware is shown

separately because the remote QLM submissions were treated as platform context rather
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than as completed numerical evidence in the final tables. Emulated QAOA was restricted

to the small preset because local circuit simulation becomes expensive as the coarse graph

grows.

Table 12: Batch cases selected for both demonstrator geometries

Method Big Medium Small

Description

METIS yes yes yes

Classical multilevel baseline evaluated across
the complete coarse-size range.

QA hardware N/A yes yes

D-Wave execution was limited to coarse
graphs that are more compatible with dense-
QUBO embedding and hardware runtime
constraints.

QA emulated yes yes yes

Local simulated annealing can evaluate the
same QUBO family without QPU-capacity
restrictions.

QAOA hardware N/A N/A N/A

QLM hardware execution is discussed as
platform context, but completed numerical
result folders were not available for the final
comparison tables.

QAOA emulated N/A N/A yes

Local QAOA emulation was kept on the
smallest coarse graph because circuit
simulation and repeated objective evaluations
scale poorly with problem size.

Source: Author (2026)

Table 13 summarizes the concrete quantum-platform parameters used in the

campaign. The complete operational guide for configuring these backends is maintained

with the thesis source code in the repository. The same repository contains the scripts

and parameter files used to reproduce the simulations.
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Table 13: Quantum backend and platform parameters used in the simulation campaign

Backend Configuration
QA hardware D-Wave Ocean/Leap execution with gpu_solver name=Advantage _system6.4,
simulated=false, num_starts=50, num_reads=100,

qubo_balance_lambda=2.0, and balance_violation_lambda=5.0.

QA emulated Local simulated annealing through the D-Wave Ocean-compatible
software path with simulated=true, num_starts=50, num_reads=20,

qubo_balance_lambda=2.0, and balance_violation_lambda=5.0.

QAOA emulated Local PennyLane-based QAOA emulation with circuit_depth=5,
num_steps=6, num_shots=20, adam_learning rate=0.1, num_starts=20,

and simulated=true.

QAOA hardware Remote QLM execution targeting qlm_gpu name=qat.qpus:Jiqcer5QPU.
Runtime logs identify this target as a JuSpark/IQMBackend v2 5-qubit
QPU.

Source: Author (2026)

9.4 Results for Demonstrator 01

Demonstrator 01 provides a K-only visual sequence for the representative multilevel run.
The results obtained will be shown divided by the partition method used. Outputs for
each method include the partition-colored initial graph, coarse graph, uncoarsened graph,

original and permuted matrix and band curve concentration.

9.4.1 METIS Partitioning

Using the METIS as the partitioning method, were performed three simulations with big,
medium and small size for the coarsen graph. Each of the results for all the selected
sizes for this method are described and its results discussed. These results obtained for
this method will be used as a baseline to evaluate the performance of the quantum-based
partitioning methods.

Figure 20 shows the evolution of the K-graph using the METIS strategy for the
problem with Big size. The initial graph image corresponds to the graph obtained from the
FEM matrix before coarsening. The coarse image visualizes the reduced graph on which
the partitioning problem is solved. The uncoarsened image shows the final partition after
projection and boundary refinement, which is the direct continuation of Chapter 7. This

three graph view is only a example of how the graph is processed during the multilevel
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partitioning pipeline. For evaluating the results only the original K matrix and its final

permutation will be used.

Figure 20: Partition-colored K-graph views for Demonstrator 01 big coarsen size: initial
graph, coarsened graph, and uncoarsened graph.
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Only K-stage figures are shown because the graph partition is built from the
stiffness matrix and because showing the same sequence for M would duplicate the visual
evidence without changing the partitioning decision. The stage-wise images confirm the
main multilevel assumption of the thesis: the partition is not created directly on the largest
graph. Instead, it is produced on a structurally meaningful coarse representation and then
expanded back to the original scale. The final matrix ordering therefore depends jointly
on coarsening quality, coarse-level partitioning quality, and uncoarsening refinement.

Figure 22, 38 and 39 show what the result of the permutation using the METIS
method in a big, medium and small size for the coarsen graph. Its possible to see that
after the permutation, the nodes could be divided into four different blocks with clear
distinction between them. These results will be compared with the other methods using
the same sizes for the coarsen graph for this demonstrator.

It is worth noting that, by looking only at the graph in Figure 20 after the
uncoarsening step, the blocks created by the permutation may not be readily visible.
This phenomenon occurs due to the boundary conditions applied to the original matrix,
which, as a collateral effect, tend to concentrate the nodes along the diagonal. In Figure
21, where no boundary conditions are applied and the original matrix is therefore less
sparse, it is possible to observe the block structure before and after permutation along
the diagonal. However, since this scenario lacks boundary conditions, it does not represent

the physics of the real geometry and is used here solely for visual comparison purposes.
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Figure 21: Partition-colored K-graph views for Demonstrator 03 big coarsen size: initial
graph, coarsened graph, and uncoarsened graph.
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Figure 22: Demonstrator 01 K-matrix METIS big coarsen size
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9.4.2 Quantum Annealing Hardware Partitioning

Using the Quantum Annealing Hardware as the partitioning method, were performed

only two simulations with coarsen graph sizes medium and small. The exclusion of the

big coarsen size was due to quantum hardware limitation. Figures 23 and 43 shows the

result obtained for the simulations using medium and small coarsen size graph respectively.

And figures 46 and 44 shows the curves for the fraction of non zero values within band.

Figure 46 shows that for the medium preset, neither method achieves a strong
maximum-bandwidth reduction. QA hardware medium reaches a K bandwidth of 311 540
and an average bandwidth of 6 661.11, while METIS medium reaches 310 781 and 6 404.33.
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Figure 23: Demonstrator 01 K-matrix Quantum Annealing Hardware medium coarsen
size
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Source: Author (2026)

In the narrowest 0.1% band, QA hardware medium is slightly higher (0.3404 versus
0.3386), and it remains stronger at 0.4 % (0.7237 versus 0.7071) and 0.7 % (0.8633 versus
0.8529). Thus, the hardware run does not improve the maximum bandwidth or average
bandwidth over METIS, but it produces a broader mid-band concentration improvement.

Figure 44 shows that for the small preset, METIS produces the more favorable
local-concentration profile. Its K matrix reaches 0.3848 at 0.1% and 0.7795 at 0.4%,
whereas QA hardware small reaches 0.3630 and 0.7500. METIS also provides a stronger
maximum-bandwidth reduction, from the original 309635 to 258956, while QA hardware
small reaches 306515. The visual evidence is therefore consistent with the quantitative

curve: in this small-scale comparison, METIS creates clearer local block concentration.

9.4.3 Quantum Annealing Emulated Partitioning

Figures 47, 49 and 25 shows the results of the permutation with big, medium and small
coarsen graph respectively.

Figure 48 shows that for the big preset, both methods reduce the maximum
bandwidth by a similar amount: METIS big reaches 251021 and QA emulated big reaches
250511. The main difference appears in average bandwidth, where QA emulated big
is much lower, 3770.20 compared with 7413.11 for METIS big. METIS big remains
stronger in the 0.1% and 0.4% local bands, but QA emulated big provides a better profile-
distance average. This result shows a relevant trade-off: one method creates stronger
immediate diagonal concentration, while the other reduces the average nonzero distance

more effectively.
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Figure 24: K-only fraction-within-band comparison for Demonstrator 01: QA hardware
medium versus METIS medium.
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Figure 50 also shows that the quantum annealing emulated method using a
medium coarsen size performed worse than the metis method.

And in figure 26 is shown the small METIS versus small emulated-annealing
comparison where illustrates why several metrics are required. QA emulated small
provides the strongest K bandwidth reduction in Demonstrator 01, reaching 186398,
whereas METIS small reaches 258956. However, METIS small is stronger in the local
bands, with 0.3848 at 0.1% and 0.7795 at 0.4%, compared with 0.3749 and 0.7459 for QA
emulated small. The matrix views and curves therefore show a genuine trade-off between

shrinking the farthest profile entries and maximizing near-diagonal concentration.
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Figure 25: Demonstrator 01 K-matrix Quantum Annealing Emulated small coarsen size
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Figure 26: K-only fraction-within-band comparison for Demonstrator 01: QA hardware
small versus METIS small.
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9.4.4 QAOA Emulated Partitioning

Figure 27 show the original and permuted matrix result using this method for small size.
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Figure 27: Demonstrator 01 K-matrix QAOA Emulated small coarsen size
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Figure 28: K-only fraction-within-band comparison for Demonstrator 01: QAOA
emulated small versus METIS small.
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9.4.5 Numerical comparison across methods
Table 14: K-matrix numerical summary for Demonstrator 01
Method Size Bandwidth Avg. Bandwidth fracy 9 fracg 4y fracgrq  fracy gy
Original N/A 309635 2695.46 0.2926 0.6724 0.8515 0.9234
METIS big 251021 7413.11 0.3318 0.7056 0.8483 0.9019
METIS medium 310781 6404.33 0.3386 0.7071 0.8529 0.9087
METIS small 258956 4994.66 0.3848 0.7795 0.8917 0.9289
QA hardware medium 311540 6661.11 0.3404 0.7237 0.8633 0.9155
QA hardware small 306515 5680.84 0.3630 0.7500 0.8756 0.9201
QA emulated big 250511 3770.20 0.3070 0.6815 0.8484 0.9137
QA emulated medium 283400 5610.28 0.3341 0.6998 0.8482 0.9047
QA emulated small 186398 6822.64 0.3749 0.7459 0.8655 0.9093
QAOA emulated small 312230 6706.74 0.3842 0.7625 0.8748 0.9140
Source: Author (2026)
Table 15: M-matrix numerical summary for Demonstrator 01
Method Size Bandwidth Avg. Bandwidth fracy 94 fracg 4y fracyre  fracy gy
Original N/A 309633 2633.04 0.3110 0.6797 0.8551 0.9253
METIS big 251019 7214.44 0.3490 0.7124 0.8521 0.9045
METIS medium 310779 6228.05 0.3556 0.7138 0.8567 0.9112
METIS small 258954 4859.02 0.4005 0.7845 0.8944 0.9308
QA hardware medium 311538 6488.80 0.3573 0.7299 0.8667 0.9177
QA hardware small 306513 5533.29 0.3793 0.7557 0.8787 0.9221
QA emulated big 250509 3667.84 0.3249 0.6887 0.8521 0.9160
QA emulated medium 283398 5470.51 0.3513 0.7067 0.8520 0.9072
QA emulated small 186396 6644.11 0.3909 0.7518 0.8688 0.9116
QAOA emulated small 312228 6531.55 0.3999 0.7679 0.8779 0.9162
Source: Author (2026)
Table 16: K-matrix nB? metrics for Demonstrator 01
Method Size NNZ Diff Max Abs Err  Itergriginal  Iterpermuted  It€Treduction
METIS big 0 0.0 3.00e+416 1.97e+16 34.3%
METIS medium 0 0.0 3.00e+16 3.02e+16 -0.7%
METIS small 0 0.0 3.00e+416 2.10e+4-16 30.1%
QA hardware medium 0 0.0 3.00e+16 3.03e+16 -1.2%
QA hardware small 0 0.0 3.00e+16 2.94e+16 2.0%
QA emulated big 0 0.0 3.00e+16 1.96e+16 34.5%
QA emulated medium 0 0.0 3.00e+16 2.51e+16 16.2%
QA emulated small 0 0.0 3.00e+4-16 1.09e+16 63.8%
QAOA emulated small 0 0.0 3.00e+16 3.05e+16 -1.7%

Source: Author (2026)
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Tables 14 and 15 show that the strongest successful bandwidth reduction for
Demonstrator 01 is obtained by the QA emulated small case. The K bandwidth is reduced
from 309635 to 186398, and the M bandwidth is reduced from 309633 to 186396. This
corresponds to a reduction of approximately 39.8% for both matrices. However, the
same method is not best in average bandwidth. The QA emulated big case gives the
lowest average bandwidth among the reordered cases for both K and M, with 3770.20 and
3667.84, respectively.

The METIS family provides the strongest percentage-band locality for this
demonstrator. In the small METIS case, the K matrix reaches 0.3848 at 0.1%, 0.7795
at 0.4%, 0.8917 at 0.7%, and 0.9289 at 1.0%. The same pattern appears for M, where
the small METIS case reaches 0.4005, 0.7845, 0.8944, and 0.9308. This indicates that
the classical multilevel baseline remains very strong when the evaluation focuses on local
diagonal concentration rather than only on the furthest nonzero.

The hardware quantum annealing cases behave competitively but not uniformly.
The medium hardware run does not reduce the maximum bandwidth (311540 for K and
311538 for M, close to the original 309 635/309 633), but it improves the 0.4 % and 0.7 %
locality values over the original matrices. The small hardware run improves the very local
0.1% and 0.4 % bands more strongly, and it achieves a slightly lower bandwidth (306 515
for K and 306513 for M). This demonstrates that hardware annealing can produce useful
reorderings, but its result quality depends strongly on the selected coarse graph size.

The emulated QAOA small case is especially strong at the narrowest local band:
it reaches 0.3842 for K and 0.3999 for M at 0.1%, close to the best METIS values.
Nevertheless, it does not reduce the maximum bandwidth for Demonstrator 01. The
method therefore concentrates many entries very close to the diagonal while leaving
some long-range entries in the profile. This confirms that one backend can be best for
maximum-band shrinkage, another can be best for average bandwidth, and another can
be competitive in local concentration. No single metric is sufficient to characterize the

quality of a permutation.

9.5 Results for Demonstrator 02

Demonstrator 02 has a denser graph structure because of the base support. The same
methods and coarsen sizes where also chosen for this demonstrator. Therefor the same

analysis as in the demonstrator 01 will be performed for this second demonstrator.

9.5.1 METIS Partitioning

Figure 29 shows the K-graph evolution for the representative Demonstrator 02 METIS

big run. The coarsened graph is visibly different from the corresponding Demonstrator 01
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image because the base-supported geometry produces a denser connectivity pattern before
coarsening. This denser graph topology affects the coarse partition and later appears again

in the matrix-profile metrics.

Figure 29: Partition-colored K-graph views for Demonstrator 02: initial graph, coarsened
graph, and uncoarsened graph.
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As in Demonstrator 01, only the K-stage sequence is shown. This is sufficient for
the visual explanation because the graph partition is computed from K and the recovered

permutation is then applied consistently to both K and M.

Figure 30: Demonstrator 02 K-matrix METIS big coarsen size
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9.5.2 Quantum Annealing Hardware

Medium and small permutation results for this method are shown in figures 45 and 31
respectively.

The medium preset provides the most informative hardware comparison for the
base-supported geometry. QA hardware medium reaches a bandwidth of 250 784, which
is larger than both the original, 189587, and METIS medium, 215378. Its average
bandwidth is 5 715.28, also above the METIS medium value of 5422.92. METIS medium is
higher in the 0.1 % band, 0.3499 versus 0.3457, and slightly higher at 0.4 %, 0.4743 versus
0.4723, but QA hardware medium is stronger at 1.0 %, 0.9133 versus 0.9106. This suggests
that hardware annealing on the medium coarse graph of the denser demonstrator does not
achieve bandwidth reduction, although it provides a marginal wide-band concentration
benefit.

Figure 31: Demonstrator 02 K-matrix Quantum Annealing Hardware small coarsen size

Original K Permuted K
0 ] 3

70000, \ = :EE;EEEE : - N R
1400001 ",

X .
200000 - - . o

M

270000

Source: Author (2026)

For Demonstrator 02, the small METIS and small QA hardware runs produce
the same local K concentration values in the reported bands: 0.3586 at 0.1% and 0.5219
at 0.4%. Their visual matrix structures are therefore nearly indistinguishable in terms
of local block concentration. Neither method improves the original maximum bandwidth
of 189587; METIS small reaches 201641 and QA hardware small reaches 212735. This
comparison is useful because it shows convergence to a similar very small coarse-level

partition rather than identifying a clear winner.
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Figure 32: K-only fraction-within-band comparison for Demonstrator 02: QA hardware
small versus METIS small.
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Figure 33: Demonstrator 02 K-matrix Quantum Annealing Emulated medium coarsen
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The medium preset for the Quantum Annealing Emulated method presents a very similar

performance comparing with the METIS for the same size. With the fraction 0.1% of
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0.3482 for the QA Emulated and 0.3499 for the metis. And for the 1.0% fraction the QA
Emulated had 0.9127 and metis 0.9106.

Figure 34: K-only fraction-within-band comparison for Demonstrator 02: QA emulated
medium versus METIS medium.
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The small METIS versus small emulated-annealing comparison again produces
identical narrow-band locality values in the reported columns, with 0.3586 at 0.1% and
0.5219 at 0.4% for both methods. The bandwidth values differ, with METIS small at
201641 and QA emulated small at 212735, but both remain above the original bandwidth.
This reinforces the interpretation that Demonstrator 02 is dominated by geometric
density: several backends recover the same small coarse partition, yet none of these small

runs produces the maximum-bandwidth improvement observed for Demonstrator 01.
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9.5.4 QAOA Emulated Partitioning

Figure 35: Demonstrator 02 K-matrix QAOA Emulated small coarsen size
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The QAOA Emulated with the small preset has almost the same results for the matrix
metrics as the Quantum Annealing emulated for the same size. With also the curve

fraction band with the identical same values as the metis with the same preset.

Figure 36: K-only fraction-within-band comparison for Demonstrator 02: QAOA
emulated small versus METIS small.
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9.5.5 Numerical comparison across methods
Table 17: K-matrix numerical summary for Demonstrator 02
Method Size Bandwidth Avg. Bandwidth fracy 9 fracg4y fracgrq  fracy gy
Original N/A 189587 2938.74 0.3395 0.4137 0.7885 0.9426
METIS big 214238 6331.55 0.3414 0.4545 0.7978 0.9106
METIS medium 215378 5422.92 0.3499 0.4743 0.7998 0.9106
METIS small 201641 6241.72 0.3586 0.5219 0.7864 0.9115
QA hardware medium 250784 5715.28 0.3457 0.4723 0.7964 0.9133
QA hardware small 212735 5648.64 0.3586 0.5219 0.7864 0.9115
QA emulated big 244265 5812.89 0.3445 0.4688 0.8039 0.9174
QA emulated medium 188486 4661.49 0.3482 0.4989 0.7959 0.9127
QA emulated small 212735 5648.64 0.3586 0.5219 0.7864 0.9115
QAOA emulated small 212735 5648.64 0.3586 0.5219 0.7864 0.9115
Source: Author (2026)
Table 18: M-matrix numerical summary for Demonstrator 02
Method Size Bandwidth Avg. Bandwidth fracy 94 fracg 4y fracgrgq  fracy gy
Original N/A 189585 2667.45 0.3984 0.4710 0.8139 0.9491
METIS big 214236 5979.42 0.3991 0.5061 0.8192 0.9175
METIS medium 215376 5092.02 0.4079 0.5243 0.8208 0.9176
METIS small 201639 5851.24 0.4166 0.5674 0.8094 0.9187
QA hardware medium 250782 5416.56 0.4032 0.5225 0.8182 0.9201
QA hardware small 212733 5321.51 0.4166 0.5674 0.8094 0.9187
QA emulated big 244263 5431.39 0.4030 0.5194 0.8250 0.9243
QA emulated medium 188484 4295.40 0.4061 0.5462 0.8182 0.9201
QA emulated small 212733 5321.51 0.4166 0.5674 0.8094 0.9187
QAOA emulated small 212733 5321.51 0.4166 0.5674 0.8094 0.9187
Source: Author (2026)
Table 19: K-matrix metrics for Demonstrator 02
Method Size NNZ Diff Max Abs Err  Itergriginal  Iterpermuted  It€Treduction
METIS big 0 0.0 9.82e+15 1.25e+16 -27.7%
METIS medium 0 0.0 9.82e+415 1.27e+16 -29.1%
METIS small 0 0.0 9.82e+15 1.11e+16 -13.1%
QA hardware medium 0 0.0 9.82e+15 1.72e+16 -75.0%
QA hardware small 0 0.0 9.82e+15 1.24e+16 -25.9%
QA emulated big 0 0.0 9.82e+15 1.63e+16 -66.0%
QA emulated medium 0 0.0 9.82e+15 9.71le+15 1.2%
QA emulated small 0 0.0 9.82e+15 1.24e+16 -25.9%
QAOA emulated small 0 0.0 9.82e+15 1.24e+16 -25.9%

Tables 17 and 18 show behavior that differs from Demonstrator 01.

Source: Author (2026)

The original

bandwidth is already much smaller, at 189587 for K and 189585 for M. The best successful
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bandwidth result is obtained by the QA emulated medium case, which reaches 188486 for
K and 188484 for M. This is a marginal improvement of about 0.58%, far smaller than
the reduction observed in Demonstrator 01. The same QA emulated medium run also
gives the best average bandwidth among the reordered cases for both matrices.

For METIS, the small case gives the strongest local concentration at the 0.1%
and 0.4% bands, reaching 0.3586 and 0.5219 for K and 0.4166 and 0.5674 for M. The same
values are also obtained by the small QA hardware, QA emulated, and QAOA emulated
cases in this campaign, showing that several backends converge to the same very small
coarse-level partition for the base-supported demonstrator. However, at the wider 0.7%
and 1.0% bands, QA emulated big is strongest among the reordered cases, with 0.8039
and 0.9174 for K and 0.8250 and 0.9243 for M.

The hardware annealing medium case is also relevant. It does not beat the
original maximum bandwidth, and its bandwidth (250784) is larger than those of the
small hardware (212735) and small METIS (201 641) runs. Nevertheless, it improves the
0.4 % local concentration over the original (0.4723 versus 0.4137), indicating that the D-
Wave hardware path produces a structurally meaningful partition even when bandwidth
reduction is not achieved.

The 1.0% columns also show an important limitation of interpreting locality
metrics independently. The original Demonstrator 02 matrices already have high 1.0%
concentration, and most reorderings reduce this value while improving the very narrow
0.1% and 0.4% bands. Therefore, the base-supported geometry benefits more from local
redistribution very close to the diagonal than from a uniform improvement across all band
widths. The maximum bandwidth alone underestimates some structural benefits, but the

percentage-band metrics also show that improvements can be scale-dependent.

9.6 Cross-Demonstrator Comparison

The comparison between both demonstrators shows that the multilevel pipeline reacts
strongly to geometry-dependent graph structure. Demonstrator 01 has more graph nodes
but fewer graph edges, and it offers considerably more freedom to reduce the maximum
bandwidth. Demonstrator 02 has fewer nodes but almost twice as many graph edges, and
this denser connectivity limits the achievable maximum-band reduction.

For Demonstrator 01, the best successful run using the QA Emulated method with
coarsen size small reduced the maximum bandwidth by approximately 39.8% for both K
and M and the number of iterations had a reduction of 63.8%. This indicates that the
blade geometry without base support offers significant room for structural improvement
through graph-based permutation. The results also showed that the method with the
best maximum-bandwidth reduction was not always the method with the best fixed-band

concentration, confirming that permutation quality cannot be reduced to a single metric.
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For Demonstrator 02, the denser base-supported geometry led to a different
behavior. Using the QA Emulated with coarsen size medium, the K and M bandwidth
could only be reduced marginally by 0.6 % and 1.2% reduction on the number of iterations,
but several methods improved the local concentration of nonzero around the diagonal.
This demonstrates that geometry and graph density strongly influence the effectiveness
of the same multilevel strategy.

The K and M matrices follow similar trends within each demonstrator, but the
mass matrix tends to have higher local concentration in the narrow percentage bands. For
Demonstrator 01, the best M value at 0.1% is 0.4005 compared with 0.3848 for K, and at
0.4% it is 0.7845 compared with 0.7795 for K. For Demonstrator 02, the same behavior is
stronger: the original M value at 0.1% is 0.3984 compared with 0.3395 for K, and the best
reordered M value at 0.4% is 0.5674 compared with 0.5219 for K. This suggests that the
mass matrix structure is more locally concentrated under the same ordering, even though
the partition is computed from the stiffness graph.

The results also show that smaller coarse graphs do not automatically imply
better final permutations. In Demonstrator 01, the small QA emulated case gives the
best maximum-bandwidth reduction, the big QA emulated case gives the best average
bandwidth, and the small METIS case gives the best percentage-band concentration. In
Demonstrator 02, the best bandwidth and average bandwidth are obtained at the medium
QA emulated level, while several small cases tie for the best 0.1% and 0.4% concentration.
Coarse size should therefore be interpreted as a control parameter whose effect depends
on both the geometry and the backend.

Across the method families, METIS remains the strongest baseline for local
concentration in several narrow bands, especially in the small setting. Hardware quantum
annealing produced valid and competitive partitions. In both demonstrators the small
hardware cases achieve lower maximum bandwidths than the medium hardware cases,
indicating that deeper coarsening helps the hardware backend produce tighter orderings.
Emulated quantum annealing produced the best maximum-bandwidth results in both
demonstrators, although not always the best local concentration. Emulated QAOA was
competitive in very narrow bands but did not dominate the maximum-bandwidth metric.
This confirms that the quantum and quantum-inspired backends should be evaluated as
part of a full structural trade-off, not only by a single scalar score.

Using maximum-bandwidth reduction as the primary selection criterion,
Figure 37 shows the best K-matrix original-versus-permuted comparisons from the
campaign. Under this criterion, Demonstrator 01 selects QA emulated small, which
reduces the K bandwidth from 309635 to 186398. Demonstrator 02 selects QA emulated
medium, which gives the best reordered K bandwidth from 189 587 to 188 486 and average
bandwidth among the completed cases, although the improvement over the original

bandwidth is only marginal, approximately 0.6 %. The figure therefore summarizes the
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main cross-demonstrator conclusion: emulated quantum annealing is the most successful
family for bandwidth reduction, while METIS remains highly competitive when the

objective is local diagonal concentration.

Figure 37: Best-method K original-versus-permuted comparisons by maximum-bandwidth
criterion: Demonstrator 01 with QA emulated small on the left and Demonstrator 02 with
QA emulated medium on the right.
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From the solver perspective, the main conclusion is structural rather than
spectral. Equation 9.2 preserves the original eigenvalues, so the tables do not prove a
direct reduction of k(A). They instead show that the matrices can be reorganized into
patterns that are more suitable for constructing localized preconditioners. If the reordered
matrix allows a preconditioner to use a smaller effective bandwidth p, Equation 2.21
indicates that the factorization cost can decrease significantly. If that preconditioner
also improves k(M A), Equation 2.24 indicates a reduction in the expected number of
Krylov iterations. The present results therefore support the thesis hypothesis by showing
the structural precondition for such improvements, while direct solver timings and explicit

condition-number measurements remain a necessary future validation step.

9.7 Experimental Limitations

The hardware QAOA cases were not included in the numerical comparison tables
because the original comparison batch did not produce completed result folders for those
submissions. The logs indicate backend or scheduler-side submission problems rather than

failures in graph construction, coarsening, recursive bisection, uncoarsening, or matrix
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permutation. These cases are therefore treated as infrastructure limitations of remote
quantum experimentation.

The results are also structural metrics, not direct solver measurements.
Bandwidth, average bandwidth, Krylov iteration count and percentage-band locality
fractions are useful indicators of matrix locality, but they do not replace direct
measurements of preconditioner setup time, memory consumption, condition number of
the preconditioned operator. Nevertheless, the batch campaign provides a consistent
and informative evaluation of the proposed workflow. Across both demonstrators, the
method preserved the nonzero-pattern cardinality after permutation, produced valid
reorderings, and revealed meaningful geometry-dependent trade-offs between maximum-

band reduction and local diagonal concentration.
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10 CONCLUSION

This thesis investigated the use of hybrid quantum-classical graph partitioning for
domain decomposition and matrix permutation in finite element models. The central
motivation was that the cost of solving large sparse systems is not determined only by the
number of unknowns, but also by the matrix structure seen by direct solvers, incomplete
factorizations, block preconditioners, and Krylov methods. By reorganizing the degrees
of freedom according to graph partitions, the matrix can be transformed into a form that

is more suitable for localized preconditioning.

10.1 Main Contributions

The first contribution of this work is the implementation of an end-to-end multilevel
domain-decomposition pipeline. The workflow converts FEM matrices into graph
representations, applies heavy-edge-based coarsening, partitions the coarse graph,
uncoarsens and refines the partition, and finally applies the recovered ordering to both
the stiffness matrix K and the mass matrix M. This connects the theoretical graph-
partitioning discussion to concrete matrix outputs.

The second contribution is the integration of several partitioning strategies into
the same workflow. Classical METIS, simulated quantum annealing, hardware quantum
annealing, local QAOA emulation, and remote QAOA execution were treated through a
common interface. This made it possible to compare the effect of backend choice under
the same coarsening and profiling methodology.

The third contribution is the development of a result-analysis layer based on
matrix profiling. The thesis used bandwidth, Avg. Bandwidth, Krylov iteration count
and fraction of nonzeros within percentage-defined diagonal bands to evaluate the effect
of permutations. These metrics are structural proxies for preconditioner friendliness and
were used consistently across the two demonstrators.

Finally, the thesis produced partition-colored matrix visualizations that connect
the graph-level workflow to the final matrix layout. These figures make the effect of
coarsening, coarse partitioning, uncoarsening, and matrix permutation visible in a way

that complements the numerical tables.

10.2 Main Findings

The experiments showed that valid matrix reorderings can be produced consistently for
both demonstrators. The permutation preserves the matrix entries and the nonzero-

pattern cardinality, while changing the location of nonzero entries in the matrix profile.
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This confirms that the implemented workflow behaves as a valid symmetric permutation
process.

Table 16 and 19 shows at the NNZ Diff (Difference on the number of non-zeros)
that after applying the permutation, the permuted matrices was kept with the same
number of nonzero and in Max Abs Err (Maximum absolute error) shows that all these
nonzero was kept with the same value, preserving the whole matrices eigenvalues. Column
Iter % Reduction shows the difference on the number of iterations that the worst case
scenario solver would have according to equation 2.24. This results highlights that the
matrix permutation were able while maintaining the physicality of the matrix, to enhance
the performance of the matrix preconditioning.

These findings support the thesis hypothesis that graph partitioning can produce
matrix structures that are more suitable for preconditioned solvers. However, the results
should be interpreted as structural evidence rather than final solver-performance proof.
Because a symmetric permutation A, = PAPT preserves the eigenvalues of A, the
permutation alone does not reduce the original condition number. The expected benefit
appears when the reordered structure enables a better or cheaper preconditioner, thereby
improving the effective condition number x(M~'A) discussed in Section 2.2.3.2 and
Equation 2.24.

10.3 Limitations

The first limitation is that the thesis evaluates structural matrix metrics, not full solver
performance. Bandwidth and diagonal concentration are relevant for preconditioner
construction, but they do not directly measure preconditioner setup time, memory
consumption, Krylov iteration count, or final wall-clock performance.

The second limitation is that quantum hardware access remains infrastructure-
dependent. The quantum annealing hardware runs completed for the tested cases,
but remote QAOA hardware submissions were affected by backend or scheduler-side
issues. These failures reflect the practical difficulty of using remote quantum resources in
automated numerical workflows.

The third limitation is that only two demonstrators were analyzed. Although they
are useful because they share the same physical context and differ by the base support, a

broader set of geometries is required before the observed trends can be generalized.

10.4 Future Work

Future studies should first connect the structural metrics to actual solver performance.
The next experimental step is to build preconditioners after permutation and measure

the resulting setup time, memory cost, factorization cost, and Krylov iteration count.
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The coarsening and refinement stages should also be studied more
deeply. Different coarsening limits, edge-weight definitions, balance tolerances, and
refinement objectives may produce substantially different matrix profiles. Automated
hyperparameter search could be used to identify configurations that optimize bandwidth,
local concentration, or direct solver performance.

The quantum backends require further investigation as well. Future work should
evaluate the scaling limits of hardware quantum annealing and QAOA, quantify remote
submission cost, compare queue time with solution quality, and determine which coarse
graph sizes are practically meaningful for available devices. Persisting intermediate
partition artifacts would also make post-hoc visualization and debugging easier without
requiring a full rerun.

Finally, the demonstrator set should be expanded. Additional geometries, mesh
densities, material models, and boundary conditions would make it possible to determine
when hybrid graph partitioning is most beneficial and when classical methods already

provide sufficient ordering quality.

10.5 Final Remarks

The work developed in this thesis shows that hybrid multilevel graph partitioning is a
viable preprocessing strategy for restructuring finite element matrices. The strongest
result is not that every geometry obtains a large maximum-bandwidth reduction, but
that the workflow exposes controllable structural changes that can be analyzed, compared,
and connected to preconditioning theory. This establishes a foundation for future solver-
level studies in which the matrix permutations produced here are used directly inside

preconditioned linear-solver pipelines.
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A APPENDIX

Figure 38: Demonstrator 01 K-matrix METIS medium coarsen size
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Figure 40: Demonstrator 02 K-matrix METIS medium coarsen size

Original K Permuted K
0 : — :
% Y /N Ty
™
80000 Y
1 E
160000
230000 - B, N
310000 \“
Source: Author (2026)
Figure 41: Demonstrator 02 K-matrix METIS small coarsen size
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Figure 42: K-only fraction-within-band comparison for Demonstrator 01: QA hardware
medium versus METIS medium.
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Figure 43: Demonstrator 01 K-matrix Quantum Annealing Hardware small coarsen size
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Figure 44: K-only fraction-within-band comparison for Demonstrator 01: QA hardware
small versus METIS small.
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Figure 45: Demonstrator 02 K-matrix Quantum Annealing Hardware medium coarsen

size
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Figure 46: K-only fraction-within-band comparison for Demonstrator 01: QA hardware

medium versus METIS medium.
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Figure 47: Demonstrator 01 K-matrix QA Emulated big coarsen size
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Figure 48: K-only fraction-within-band comparison for Demonstrator 01: QA Emulated
Big versus METIS Big.
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Figure 49: Demonstrator 01 K-matrix Quantum Annealing Emulated medium coarsen
size
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Figure 50: K-only fraction-within-band comparison for Demonstrator 01: QA hardware
medium versus METIS medium.
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Figure 51: Demonstrator 02 K-matrix Quantum Annealing Emulated big coarsen size
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Figure 52: K-only fraction-within-band comparison for Demonstrator 02: QA emulated

big versus METIS big.
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Figure 53: Demonstrator 02 K-matrix Quantum Annealing Emulated small coarsen size
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Figure 54: K-only fraction-within-band comparison for Demonstrator 02: QA hardware
small versus METIS small.
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